
Questions for the Block-Seminar on Deep

Learning, WS22-23

16.03.23, 17.03.23

Please e-mail your answers for each paper to the corresponding ad-
visor until BEFORE the beginning of the seminar. You do not need
to answer the questions for the paper that you are presenting.

1 Phenaki: Variable Length Video Generation
from Open Domain Textual Descriptions

(Advisor: Simon Ging) Email to gings@cs.uni-freiburg.de

Question 1 What are the main challenges when generating videos given text,
compared to generating images given text? (5 challenges)

Question 2 Which losses are used for which training step and why? (4 losses,
2 training steps)

Question 3 How does using image-text data in addition to video-text data
affect the results? (2 sentences)

2 Elucidating the Design Space of Diffusion-Based
Generative Models

(Advisor: Philipp Schroeppel) Email to schroepp@cs.uni-freiburg.de

Question 1 The paper puts diffusion models in a common framework. Shortly
describe the framework. (3 sentences)

Question 2 The paper improves results by replacing the sampler. What does
this mean? (2 Sentences)
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3 An Image is Worth One Word: Personaliz-
ing Text-to-Image Generation using Textual
Inversion

(Advisor: Maŕıa Bravo) Email to: bravoma@cs.uni-freiburg.de

Question 1 In order to produce images with personalized concepts the au-
thors used a pretrained text-to-image model. Explain what is exactly what the
authors aim to learn for every concept? and why do they require few sample
images of the concept? (∼ 3-4 sentences)

Question 2 Explain how the authors measure the performance of the model.
Why in evaluating the ability to modify concepts high scores between the prompt
without S∗ and the generated images are better? (∼ 2 sentences)

Question 3 Why do you think that single-methods perform better than multi-
word baselines? (∼ 2 sentences)

4 Imagen Video: High Definition Video Gener-
ation with Diffusion Models

(Advisor: Silvio Galesso) Email to: galessos@cs.uni-freiburg.de

Question 1 List three closely related works that constitute fundamental build-
ing blocks for Imagen Video, and say what role they play in the method.

Question 2 What does the “implicit classifier” p(c|zt) refer to? What is the
idea used for in Imagen Video? (2-3 sentences)

Question 3 What is the motivation for using oscillating guidance? To what
extent is this motivation reflected by the experimental results?

5 DreamFusion: Text-to-3D using 2D Diffusion

(Advisor: Max Argus) Email to argusm@cs.uni-freiburg.de

Question 1 Why do the authors use 2D images when they want to generate
3D images? (1 sentence)

Question 2 What is the difference in sampling for the diffusion process when
compared to 2D image synthesis, how are gradients obtained? (3 Sentences)
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Question 3 What does the NeRF paramtereize, why is sampling from differ-
ent directions important? (3 Sentences)

6 Training Compute-Optimal Large Language
Models

(Advisor: Simon Ging) Email to gings@cs.uni-freiburg.de

Question 1 What are the improvements over previous analysis works on the
same topic? (2 sentences)

Question 2 How is the analysis performed? (3 sentences)

Question 3 What is the main finding and how is it proven experimentally?
(3 sentences)

7 Make-A-Scene: Scene-Based Text-to-Image Gen-
eration with Human Priors

(Advisor: Max Argus) Email to argusm@cs.uni-freiburg.de

Question 1 What important aspects do current methods lack according to
the paper (3-5 sentences)

Question 2 What are the inputs into the model during training and test
times, what variations are possible? (3 Sentences)

Question 3 What is the segmentation information provided, are segmentation
images always generated before image synthesis?

8 Data Distributional Properties Drive Emer-
gent In-Context Learning in Transformers

(Advisor: Simon Schrodi) Email to schrodi@cs.uni-freiburg.de

Question 1 How does the experimental design evaluate the models’ ability
for in-context or in-weights learning? (∼ 2-3 sentences)

Question 2 What distributional qualities of the training data promote the
emergence of in-context learning? (∼ 1-2 sentence)
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Question 3 How does a Zipfian distribution affect both in-context and in-
weights learning? (∼ 1-2 sentences)

9 Make-A-Video: Text-to-Video Generation with-
out Text-Video Data

(Advisor: Sudhanshu Mittal) Email to: mittal@cs.uni-freiburg.de

Question 1 How do the authors avoid flickering between different frames in
the super-resolution operation?

Question 2 How is the temporal information learned in the decoder module?
Describe the objective used to train the decoder module.

Question 3 What is the major difference between this paper and CogVideo
work? State two most important differences.

10 Self-supervised video pretraining yields strong
image representations

(Advisor: David Hoffmann) Email to david.hoffmann2@de.bosch.com

Question 1 What are the 4 contributions of the paper. Describe each with a
short sentence. (5 sentences)

Question 2 Highlight why attention pooling is necessary? Why do the au-
thors not apply the contrastive loss on dense features or the globaly pooled
features? (2 Sentences)

Question 3 What is, in your opinion, the biggest shortcoming of the proposed
or experimental analysis?
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