
Questions for Block-Seminar on Deep Learning

Winter Semester 2021-2022

Please e-mail your answers for each paper to the corresponding ad-
visor which is stated next to each title. You do NOT need to answer
the questions for the paper that you are presenting.

1 Pix2seq: A Language Modeling Framework
for Object Detection (Advisor: Sudhanshu Mit-
tal)

Email to: mittal@cs.uni-freiburg.de

Question 1: What are advantages of casting the object detection problem as
a language modeling task? (3 sentences)

Question 2: What are the possible reasons for low recall rate when the se-
quence is not augmented? (2-3 sentences)

Question 3: How do authors propose to incorporate prior knowledge about
the task in the model? (2-3 sentences)

2 MLP-Mixer: An all-MLP Architecture for Vi-
sion (Advisor: Osama Makansi)

Email to: makansio@cs.uni-freiburg.de

Question 1: List the main differences between the proposed MLP-Mixer and
the other common alternatives such as ViT and ConvNets. (3 sentences)

Question 1: What is the complexity of the MLP-Mixer, ViT, and ConvNet
in terms of image resolution and explain why? (2-3 sentences)

Question 1: Explain the limitations of MLP-Mixers and what is critical for
them to achieve good performance? (2-3 sentences)
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3 Vision Transformers for Dense Prediction (Ad-
visor: Max Argus)

Email to: argus@cs.uni-freiburg.de

Question 1: What are the benefits of the transformer backbone (2-3 sen-
tences)

Question 2: Describe how the reassemble operation works. (3-4 sentences)

Question 3: What tasks is DPT tested on, where does it produce larger gains?
(2-3 sentences)

4 CoAtNet: Marrying Convolution and Atten-
tion for All Data Sizes. (Advisor: Jan Bech-
told)

Email to: bechtolj@cs.uni-freiburg.de

Question 1: Name some reasons that motivate the combined usage of convo-
lutions and self-attention. (3 sentences)

Question 2: What is the difference between self-attention and relative self-
attention? (3 sentences)

Question 3: What are the two factors the authors used to decide on the
vertical design layout? Why are they important? Which architecture layout
did they use in the end? (3 sentences)

5 SIMONe: View-Invariant, Temporally-Abstracted
Object Representations via Unsupervised Video
Decomposition (Advisor: Tonmoy Saikia)

Email to: saikiat@cs.uni-freiburg.de

Question 1: What do the authors mean by object and frame latents? (3
sentences)

Question 2: Where is a Gaussian mixture model used? (2-3 sentences)

Question 3: Explain the limitations of the approach. (2-3 sentences)
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6 Powerpropagation: A sparsity inducing weight
reparameterisation (Advisor: Simon Ging)

Email to: gings@cs.uni-freiburg.de

Question 1: What earlier methods to reduce model capacity are mentioned
and how is Powerpropagation different? (3-4 sentences)

Question 2: What problems may arise when combining Powerpropagation
and the Adam optimizer and how are they addressed? (2-3 sentences)

Question 3: What are the key concepts of PackNet and how are they im-
proved in this paper? (2-3 sentences)

7 PercieverIO: A General Architecture for Struc-
tured Inputs & Outputs (Advisor: Max Ar-
gus)

Email to: argus@cs.uni-freiburg.de

Question 1: What is the aim of the PercieverIO architecture? (2-3 sentences)

Question 2: How does the PercieverIO architecture differ from the naive ap-
plication of transformers, why is this change necessary? (3-5 sentences)

Question 3: How are the queries for the decoder chosen, what is important
here? (2-3 sentences)

8 Multimodal Few-Shot Learning with Frozen
Language Models (Advisor: Maria Bravo)

Email to: bravoma@cs.uni-freiburg.de

Question 1: How is the integration of both modalities done in the transformer
architecture? Explain what is the visual prefix and how it is used as prompt.
(3 sentences)

Question 2: All the experiments compare to a blind model. Explain what this
blind model refers to. What is the purpose and conclusion of this comparison?
(3 sentences)
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Question 3: Frozen is far from state-of-the-art in many tasks, as stated by
the authors. What limitations can you find in the method? Mention at least
two. Can you think of a way to alleviate any of them? (3 or 4 sentences)
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