
Manuel Ruder

Deep multi-scale video prediction beyond 

mean square error

by Michael Mathieu, Camille Couprie, 

Yann LeCun

Presented by: Manuel Ruder



Manuel Ruder

• Task:

• Applications

– Unsupervised / Self-supervised feature learning

– Motion extrapolation

Introduction

2

Input: Sequence of frames Output:

Next frame
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• Related work

• Blurring issue

• Proposed methods

– Loss functions

– Generative adversarial networks

– Multi-scale network

• Experiments
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• Ranzato et al. [2014]:

– Quantize into 8x8 patches

– Use rCNNs

Related work
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• Ranzato et al. [2014]:

Related work
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Related work
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• Srivastava et al. [2015]: LSTM units, ℓ2-loss

• Works with simple structure

• Blurs on natural images 
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Blurring issue
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Input frame
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Blurring issue
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Input frame
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Blurring issue
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Input frame
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Blurring issue
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Input frame
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Blurring issue
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Prediction
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p

Blurring issue

14

x1
x2

Probability distribution

(black) (white)
intensity



Manuel Ruder

• Expected loss

• Minimize!  Set derivative to 0

• Solve for x’

Blurring issue

15

𝐸 ℓ2 = 0.5 𝑥1 − 𝑥′ 2 + 0.5 𝑥2 − 𝑥′ 2

𝑑𝐸[ℓ2]

𝑑𝑥′
= 𝑥1 + 𝑥2 − 2𝑥′ = 0

𝑥′ =
𝑥1 + 𝑥2
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p

Blurring issue
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Blurring issue
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Prediction
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• Absolute loss function

ℒℓ1 𝑌, ෠𝑌 =෍

𝑖

|𝑌𝑖 − ෡𝑌𝑖|

– Predicts median in case of uncertainty

• Gradient based loss

ℒ𝑔𝑑𝑙𝛼 𝑌, ෠𝑌 =෍

𝑖,𝑗

𝜕𝑥 𝑌𝑖,𝑗− 𝜕𝑥 ෠𝑌𝑖,𝑗
𝛼
+ 𝜕𝑦 𝑌𝑖,𝑗− 𝜕𝑦 ෠𝑌𝑖,𝑗

𝛼

– Explicitly penalize loss of sharpness

– Based on backward difference, e.g. 𝜕𝑥 𝑌𝑖,𝑗= 𝑌𝑖,𝑗− 𝑌𝑖−1,𝑗

– Useful in combination with other loss functions

Loss functions
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• However, evaluating image quality is not an 

easy problem!

 Requires more sophisticated loss functions

Loss functions
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Generative adversarial networks
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(ground truth)
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Generative adversarial networks
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(ground truth)

“correct” “incorrect”
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Generative adversarial networks
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(ground truth)

“plausible” “implausible”
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• Discriminative network D

• Generative network G

Generative adversarial networks
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• Discriminative network D

• Generative network G

Generative adversarial networks
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Illustrations by Ian Goodfellow [1]



Manuel Ruder

Training the Discriminative network D
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Back-

propagate 

loss

Fixed

Trained

Target output: 0Target output: 1

+

Illustrations by Ian Goodfellow [1]
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Training the Generative network G
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Target output: 1

Backpropagate loss

Fixed

Trained

Illustrations by Ian Goodfellow [1]
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Adversarial networks for video prediction
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Illustrations by Ian Goodfellow [1]

Input frames Ground truth

+ Input frames

+
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• Discriminative network D

ℒ𝑎𝑑𝑣
𝐷 𝑋, 𝑌 = ℒ𝑏𝑐𝑒 𝐷 𝑋, 𝑌 , 1 + ℒ𝑏𝑐𝑒 𝐷 𝑋, 𝐺 𝑋 , 0

• Generative network G

ℒ𝑎𝑑𝑣
𝐺 𝑋, 𝑌 = ℒ𝑏𝑐𝑒 𝐷 𝑋, 𝐺 𝑋 , 1

Adversarial networks for video prediction
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• Generative task  Pooling would require 

upsampling

• Instead of pooling: Multi-scale architecture

 Preserves long-range dependencies

Multi-scale network
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• Related work

• Blurring issue
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• Dataset

– Trained on Sports1m

– Random patches of size 32x32 with “large motion”

• Architecture

– ReLU non linearity

Experimental setup
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• Loss configurations:

– ℓ1: ℒℓ1 𝑌, ෠𝑌

– ℓ2: ℒℓ2 𝑌, ෠𝑌

– GDL-ℓ1: ℒℓ1 𝑌, ෠𝑌 + ℒ𝑔𝑑𝑙1(𝑌,
෠𝑌)

– GDL-ℓ2: ℒℓ2 𝑌, ෠𝑌 + ℒ𝑔𝑑𝑙2(𝑌,
෠𝑌)

– ADV: ℒℓ2 𝑌, ෠𝑌 + 0.05 ⋅ ℒ𝑎𝑑𝑣
𝐺 𝑋, 𝑌

– ADV-GDL: ℒℓ2 𝑌, ෠𝑌 + ℒ𝑔𝑑𝑙1 𝑌, ෠𝑌 + 0.05 ⋅ ℒ𝑎𝑑𝑣
𝐺 𝑋, 𝑌

Experimental setup
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Qualitative comparison
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Qualitative comparison
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Qualitative comparison
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• Peak signal-to-noise ratio (PSNR)

– 𝑃𝑆𝑁𝑅(𝑌, ෠𝑌) = 20 log10
𝑀𝐴𝑋෡𝑌

𝑴𝑺𝑬 𝑌, ෠𝑌

• Structural Similarity Index (SSIM)

– 𝑙 𝑦, ො𝑦 “Luminance comparison”

– 𝑐 𝑦, ො𝑦 “Contrast comparison”

– 𝑠 𝑦, ො𝑦 “Structure comparison”

– Applied to windows of 8x8

– 𝑆𝑆𝐼𝑀 𝑦, ො𝑦 = 𝑙 𝑦, ො𝑦 ⋅ 𝑐 𝑦, ො𝑦 ⋅ 𝑠 𝑦, ො𝑦 ∈ [−1, 1]

Quantitative comparison
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• Sharpness measurement

Sharp diff. (𝑌, ෠𝑌) =

10 log10
𝑀𝐴𝑋෡𝑌

2

1

𝑁
σ𝑖,𝑗 𝜕𝑥 𝑌𝑖,𝑗 + 𝜕𝑦 𝑌𝑖,𝑗 − 𝜕𝑥 ෠𝑌𝑖,𝑗 + 𝜕𝑦 ෠𝑌𝑖,𝑗

Quantitative comparison
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Quantitative comparison
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Comparing only parts that have moved

(determined by optical flow)

single scale
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Quantitative comparison
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single scale

Comparing the full image
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Comparison to Ranzato et al. [2014]
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Comparison to Ranzato et al. [2014]
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Comparison to Srivastava et al. [2015]
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• Combination of loss functions applicable to video 

prediction

• Successfully tackled blurring issue for ≤2 frames

• Predicting more than 2 frames remains challenging 

Disputable:

• Why not pooling combined with “up-convolution”?

• Leaving out non-moving parts in the evaluation 

feasible?

Conclusion
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Illustrations:
• [1] http://www.cs.toronto.edu/~dtarlow/pos14/talks/goodfellow.pdf
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Thank you for your attention!

Questions?

The End

48


