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Introduction

* Image Classification Problem
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Image-Net images

http://image-net.org/
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Background

* AlexNet as successful example of deep
convolutional network.
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Residual Connections
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Alex Krizhevsky, llya Sutskever, Geoffrey E. Hinton
ImageNet Classification with Deep Convolutional Neural Networks
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Motivation of the paper
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Residual :
Connection Inception
S Module

* Benefits:
— Accelerating Training.
— Improving Accuracy

* Studying a variation of residual and non-residual
Inception networks.
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Inception Modules

nception v-1 (GoogLeNet) in 2015
nception v-2 (with batch normalization) in 2015

* Inception v-3 (with additional factorization ideas) in
2015

* |Inception v-4 (this paper)
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Inception v-1 (GoogLeNet)
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_ We.need to go deener,,

Know your meme: We need to go dee p
http://knowyourmeme. m/m mes/we-n d-t 0-go-deeper.
Accesse d: 2014-09-15

* Problems:
— Overfitting (too many parameters).
— Computational Complexity.

* GoogLeNet:
— 12 times fewer parameters.
— More Accurate (state-of-the-art in ILSVRC14)
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Inception v-1 (GooglLeNet)
* |dea: similar to sparse matrix multiplication.

nnz =47
vol =7 imbal = [-14.9%, 10.6%]

A X

Sparse Matrix-vector multiplication

Osama Makansi

U. V. Catalyuerek, C. Aykanat, and B. Ucar. On two-dimentional sparse matrix partitioning:
Models, methods, and a recipe.
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Inception v-1 (GooglLeNet)
* In images, correlation tend to be local
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AR

Presentation at Hacettepe University, Mehmet Giinel
http://web.cs.hacettepe.edu.tr/~aykut/classes/spring2016/bil722/slides/w04-GoogLeNet.pdf
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Inception v-1 (GooglLeNet)
* Cover very local clusters by 1*1 convolution
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number of
A filters

— 1x1

Presentation at Hacettepe University, Mehmet Giinel
http://web.cs.hacettepe.edu.tr/~aykut/classes/spring2016/bil722/slides/w04-GoogLeNet.pdf
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Inception v-1 (GooglLeNet)
* Cover more spread out clusters by 3*3 convolution
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number of
A filters

— 1x1
3x3

Presentation at Hacettepe University, Mehmet Giinel
http://web.cs.hacettepe.edu.tr/~aykut/classes/spring2016/bil722/slides/w04-GoogLeNet.pdf
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Inception v-1 (GooglLeNet)

* Even more
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number of
A filters

— 1x1

5x5

3x3

[\
|
V)

Presentation at Hacettepe University, Mehmet Giinel
http://web.cs.hacettepe.edu.tr/~aykut/classes/spring2016/bil722/slides/w04-GoogLeNet.pdf
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Inception v-1 (GooglLeNet)
* Heterogeneous combination of convolutions
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number of
A filters
— 1x1
3X3
—_ =
‘ |5x5

Presentation at Hacettepe University, Mehmet Giinel
http://web.cs.hacettepe.edu.tr/~aykut/classes/spring2016/bil722/slides/w04-GoogLeNet.pdf

Osama Makansi
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Inception v-1 (GooglLeNet)

* The approximation of a sparse structure with
spatially repeated dense components.
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Filter
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Previous layer

Inception Module: Naive version

C. Szegedy, W. Liu, Y. Jia, P. Sermanet, S. Reed, D. Anguelov, D. Erhan, V. Vanhoucke,
and A. Rabinovich, Going deeper with convolutions.
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Inception v-1 (GooglLeNet)

* Problems:
— Expensive 5*5 with large number of filters.
— Adding pooling leads to increased number of filters.

* Dimensionality reduction by using 1*1 convolution
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Filter
concatenation
33 convolutions S5 convolutions ‘ 1%1 convolutions ‘ ’
/ \
121 convolutions - + 4 SN —~—— .
K 1x1 convelutions 1x1 convolutions > 3x3 max pooling
/

Prévious layer

Inception with dimensionality reduction

C. Szegedy, W. Liu, Y. Jia, P. Sermanet, S. Reed, D. Anguelov, D. Erhan, V. Vanhoucke,
and A. Rabinovich, Going deeper with convolutions.
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Outliers compensation before
learning required parameters.

Inception v-2 (Batch Normalization)

* Deep networks are ill-posed (internal covariate shift)
— Carefully parameters Initialization.
— Small learning rate
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* Allow for higher learning rate and drop-out removal.

Osama Makansi
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Inception v-2 (Batch Normalization)

Input: Values of = over a mini-batch: B = {x1 ., }:
Parameters to be learned: ~, (3

Output: {y; = BN, g(z;)}

1 o
UB — — Z X // mini-batch mean

// mini-batch variance

€T, 4 // normalize

// scale and shift

Algorithm 1: Batch Normalizing Transform, applied to
activation x over a mini-batch.

S. loffe and C. Szegedy. Batch normalization:

Accelerating deep network training by reducing internal covariate shift.

Osama Makansi
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0.8

Inception v-2 (Batch Normalization)

Inception
BN-Baseline
BN-x5
BN-x30

+od - BN-x5-Sigmoid

4 Steps to match Inception
|

|
10M

|
15M 20M

25M

30M

Model Steps to 72.2%  Max accuracy
Inception 31.0-10° 72.2%
BN-Baseline 13.3-106 72.7%
BN-x5 2.1-10° 73.0%
BN-x30 2.7-10° 74.8%
BN-x5-Sigmoid 69.8%

Inception and its BN variants

Osama Makansi

S. loffe and C. Szegedy. Batch normalization:
Accelerating deep network training by reducing internal covariate shift.
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efficiently.

* Results: 3.5% top 5 error in ImageNet.
* Factorizing into smaller convolutions.

— EXx: 28% reduction of computation.

/,f/:u\“\\
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Replacing 5*5 by two 3*3 convolutions

SgdyVVh kSIff J. Shlen dZWJa.

Rethinking the inception architecture for mpt

Osama Makansi

Inception v-3 (with factorization ideas)

* Goal: Scaling up the convolutional deep network

19



Inception v-3 (with factorization ideas)

* Factorizing into asymmetric convolutions.
— Ex: 33% reduction of computation.
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Replacing 3*3 convolution by two 3*1 followed by 1*3

C. Szegedy, V. Vanhoucke, S. loffe, J. Shlens, and Z. Wojna.
Rethinking the inception architecture for computer vision.

Osama Makansi 20
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Inception v-3 (with factorization ideas)

FREIBURG

Filter Concat

1x1 1x1 Pool 1x1
Base

Inception module where each 5*5 is replaced by two 3*3

C. Szegedy, V. Vanhoucke, S. loffe, J. Shlens, and Z. Wojna.
Rethinking the inception architecture for computer vision.

Osama Makansi 21
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Filter Concat

Inception v-3 (with factorization ideas)

Base

Pool

1x1

Inception module after factorizing n*n into 1*n and n*1, they chose n=7

Osama Makansi

C. Szegedy, V. Vanhoucke, S. loffe, J. Shlens, and Z. Wojna.
Rethinking the inception architecture for computer vision.
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Inception v-3 (with factorization ideas)

* Applying efficient grid size reduction
— The left introduces representational bottleneck, while the
right is 3 times more expensive computationally
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17x17x640 17x17x640
Pooling
17x17x320 35x35x640
ng < Inceptinn>
35x35x320 35x35x320

C. Szegedy, V. Vanhoucke, S. loffe, J. Shlens, and Z. Wojna.
Rethinking the inception architecture for computer vision.

Osama Makansi 23



Inception v-3 (with factorization ideas)
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>+ ¢ Solution: reducing grid size while expanding filter
banks.
* Both cheap and avoids the representational
bottleneck.
Filter Concat
17x17x640
_ 3x3 17x17%320 17x17x320
stride 1 stride 2
i i cConv pool
1x1 1x1 35x35x320
L~
Base

C. Szeg
Rethinking the inception architecture for computer vision.

Osama Makansi
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Inception and Residual Connections
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X
weight layer o
.Ff}f_] o relu g 3x3 co 5x5 convolut 1x1 convolutions
weight layer 5 X e 1 ! !
identity Y 11 comvel 11 comvol 343 max pooling
Previous layer

Residual Connections Inception Module
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4 Residual Connections

* Goal: Ease the training of very deep networks.
* Degradation problem

- . . .1 =
'A'“"..'I' A A A
s, ] '“' "\-\._.'- I
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iter. {1led) iter. (1led)

Training error (left) and testing error (right) on CIFAR-10 with 20 and
56 layers plain networks

K. He, X. Zhang, S. Ren, and J. Sun.
Deep residual learning for image recognition
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Residual Connections

* Fitting a residual mapping.
* Easier to optimize
— EX: fitting an identity mapping.
* NoO extra parameters nor computational complexity.
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X

. 3 :
. weight layer
weight layer
F(x) l o F(x) lreiu o
weight layer ke Layer identity
v F(x)+x
Normal stacked layers of network Resndu_al learning: building bl(.)Ck
including a shortcut connection

K. He, X. Zhang, S. Ren, and J. Sun.
Deep residual learning for image recognition
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Residual Connections

* Special case: If dimensions should increase:
— ldentity mapping with extra zero entries padded.
— Projection shortcuts (using 1*1 convolutions).
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weight layer
}—"[3.;] ‘Lreiu

weight layer
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error (%)

crror (%)

Residual Connections

ResNet-18 Mt Ao,
—ResNet-34 34-layer
> T r ] 1 1
“ﬂl] 10 20 30 40 50
iter. (1ed)

Training on ImageNet, thin curve denote training error
and bold denote validation error

plain ResNet
18 layers 27.94 27.88
34 layers 28.54 25.03

Top-1 error (% 10-crop testing) on ImageNet

Osama Makansi

K. He, X. Zhang, S. Ren, and J. Sun.
Deep residual learning for image recognition
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Inception v-4, ResNet v-1 and v-2

* Inception v-4.
 Inception ResNet v-1.
 Inception ResNet v-2.
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Inception v-4

* Uniform architectural choices for the inception
blocks for each grid size.
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* Deeper and wider. s ] e
* Using Tensorflow. SRR |
e o | e
S

T Inception-B Curtputs 171 X024

I

Reduction-A Cutput: 171 THI02S

I

4 x Inception-~A Cuput 35x35R384

I

Stem

I

INpUt (299X299x3) | zaexea

The overall schema for inception v-4 network
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Inception v-4
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2
— o T h h f t Filter concat | =sxasxsss
e schema for stem | Fiter coneat |
3x3 Conv MaxPool
(192 V) (stride=2 V)
_—'_'I/
Softmax Cutput 1000 | Filter concat | Tix71x102
T Ix3 Conv
Dropout (keep 0.8) | ocuwput 1535 (96 V)
f t
1x7 Conv
Awvarage Pooling Cuiput: 1535 3x3 Conv (64)
f (96 W) t
: I 7x1 Conv
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Reduction-B Cutpul SREKTISIE \ X {ﬁq?ﬂ‘\f
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T 3x3 MaxPool 3x3 Conv
Reduction-2 (stride 2 V) (96 stride 2 V)
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T Ix3 Conv
{64] 147x147TxE4
4 x Inception-24 Ouiput: 35x35x384 ;
T B 147x147x32
(32 V)
Stem 1-
T 3)(3 CD"U 1409x140x32
(32 stride 2 V)
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Input .
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Osama Makansi
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Inception v-4

Softimax Cutput 1000
Dropout (keep 0.8) | ocupu 1535
Avarage Pooling Cuiput: 1535
3 ¥ Inception-C Oulput: SxBN1S36
Reduction-B Cutput: SxSX1S36
o~
? x Incmﬂ' )Q‘w AT 17x1DEa

Canput: 1T TRID2S

e smamn

Input (299x299x3)

Culput: 35x3Sx3IE4

Osama Makansi

Inception-B block

Inception-A block

Filter concat
Tx1 Conv
(256)
|
1x7 Conv
1x7 Conv
1x1 Conv (224)
(128) (2?5) f
1x1 Cony 1x7 Conv ”32%')”"
(384) (224) f
I 1x7 Conv
1x1 Conv (192)
Avg Poaling (192) 1
1x1 Conv
(192)
Filter concat
Filter concat
_--""-’ o ==
e Jx3 Conw
— (36)
_-"fff T
11 Conv 3x3 Cony 3x3 Conv
(96) {96) (96)
I [ |
: 1x1 Conv 1x1 Conv 1x1 Conv
Aug Pooing (96) (64) (64)
TTTm— — __H__FFF’"FF-
Filter concat
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Inception v-4

Softmax

I

Dropout (keep 0.8)

Cutput: 1535

I

Avarage Pooling

Culput: 1535

3 x Inception-C

e s

Reduction-B

!

Cuatput Sxix 1536

7 x Inception-B

Cunput: 171 7R1024

T

Reduction-A

Cutput: 17x17x1024

T

4 x Inception-2

T

Stem

T

Input (299x299x3)

Osama Makansi

1x1 Conw

(256)

Inception-C block
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Softmax

Dropout (keep 0.8)

Ayarage Pooling

3 x Inception-C

Reduction-B

T x Inception-B

N

Reduction-2

"

—

4 x Inception-A

Input {299x299x3)

Osama Makansi

Inception v-4

Cultput: 1535

Owriput 15356

Cupul BxEX1S36

Culput: SxEK1S36

Cuput: 171 TR1D22

- AT Tz

Owriput 35035x 384

Owriput 35035x 384

Filter concat

Filter concat

_\_‘_\_‘_\_‘_‘_\_‘_\_‘_‘—'—\_
3x3 Conv
(m sinde 2 V)
1
3x3 MaxPoaol 3x3 Conv 3x3 Conv
(stride 2 V) (n stride 2 V) ()]
f
1x1 Conv
(k)

Reduction-A module
Used in Inception v-4, ResNet v-1 and v-2
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Inception ResNet v-1 and v-2

* Match the cost of Inception v-3 and Inception v-4.
* Using BN only on top of traditional layers but not on
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top of summation. — —
|
Drropout (Tkﬂep 0.8)

Average Pooling

1

5 x Inception-resnet-C

I

Reduction-B Chiput Btactmeg

|

10 = PR ——
Inception-resnet-B
1
Reduction-A DL T
1
5 x Inception-resnet-A s SReESEsE
I
Stem P ——
I
Input (299x299x3) R
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Inception ResNet v-1 and v-2
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Filter concat | asxasesss
e (_Donv 95,35x256 33 .ﬁ’/ MaxPool
(256 stride 2 V) (192 V) (stride=2 V)
t _—
3x3 Conv rieres ‘ Filter concat ‘ TixTielo
(192 V) o
3x3 Conv
t (96 V)
1x1 Conv I 172:
HT S X onv
(80) 3x3 Conv (64)
t (96 V) f
3x3 MaxPool ! 7"1{63?""
(stride 2 V) raKraes 1x1 Conv :
¢4) 1x1 Conv
! (64)
3x3 Conv \
(64) fanaenes | Filter concat | 7erseo
T 3x3 MaxPool 3x3 Conv
3x3 Conv (stride 2 V) (96 stride 2 V)
(32 V) 147x147x32 —
3x3 Conv
T (64) 147x147Tx54
3X3 ConV 140x149x32 T
{32 stride 2 V) 3’;320\3;]“‘ 147x14732
t 1
Input 299x299x3 (323xstn3'dcn;02n\\:) 1S
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Input
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Stem schema of ResNet v-1 Stem schema of ResNet v-2
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| Relu activation |

.

Relu activation

Inception ResNet v-1 and v-2

‘ Relu activation ‘

N
k-l-

| Relu activation |

1x1 Conv
(256 Linear) 1x1 Conv
e (384 Linear)
3x3 Conv
(32) 3x3 Conv
1x1 Conv f (64)
(32) 1x1 Conv i
3x3 Conv 3x3 Conv (32)
(32) (32) 3x3 Conv 3x3 Conv
T T (32) (48)
! [
1x1 C 1x1 C
x(gg?mr x (32?[” 1x1 Conv 1x1 Conv
(32) (32)

Inception ResNet-A in ResNet v-1 Inception ResNet-A in ResNet v-2
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4 Inception ResNet v-1 and v-2
>
SE&
Relu activation Relu activation
+ +
1x1 C_ionv 1x1 Conv
(896 Linear) (1154 Linear)
7x1 Conv 7x1 Conv
(128) (192)
! r
1x1 Conv 1x7 Conv 1x1 Conv 1x7 Conv
(128) (128) (192) (160)
! r
1x1 Conv 1x1 Conv
(128) (128)
Relu activation Relu activation
Inception ResNet-B in ResNet v-1 Inception ResNet-B in ResNet v-2
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Inception ResNet v-1 and v-2
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Filter concat

m Conv
(320 sfride 2 V)

!

Filter concat
/\ 3x3 Conv
(256 sfride 2 V)
3x3 Conv 3x3 Conv T
(384 stride 2 V) (256 stride 2 V)
Jx3 MaxPool 3x3 Conv
(stride 2 V) I T (256)
\ 1x1 Conv 1x1 Conv t
(256) =) 1x1 Conv
\/ (256)
Previous
Layer

Reduction-B in ResNet v-1

Osama Makansi

dx3 Conv 3x3 Conv
(384 stride 2 V) (288 stride 2 V)
%3 MaxPool
(stride 2 V) ] I
\ 1x1 Conv 1x1 Conv
(256) (256)

3x3 Conv
(288)

!

1x1 Conv

\L//Eﬁm

Previous

Layer

Reduction-B in ResNet v-2
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34 Inception ResNet v-1 and v-2
[a2]
1T}
o
LL
Relu activation Relu activation
=+ +
1x1 Conv 1x1 Conv
(1792 Linear) (2048 Linear)
3x1 Conv 3x1 Conv
(192) (256)
| f
1x1 Conv 1x3 Conv 1x1 Conv 1x3 Conv
(192) (192) (192) (224)
| f
1x1 Conv 1x1 Conv
(192) (192)
‘ Relu activation | Relu activation
Inception ResNet-C in ResNet v-1 Inception ResNet-C in ResNet v-2

41
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Scaling of the residual

* Problem: training dies when number of filters
exceeds 1000.

* Scaling down the residual before adding them to
accumulated layer activations (ex 0.1).
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Relu activation

/}_‘“\

o,

Activation
Scaling

Inception

Relu activation
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4 Training Methodology

=3 Training using TensorFlow.
* RMSProp with decay of 0.9 and epsilon of 1.0.

* Learning rate of 0.045 decayed every two epochs
using exponential rate of 0.94.

Osama Makansi 43



Experimental Results

Z2u _ : -
>= e Single crop- single model experimental results.

* Reported on the non-blacklisted subset of validation
set of ILSVRC 2012.

IBURG

Network Top-1 Error | Top-3 Error
BN-Inception [6] 25.2% 1.8%
Inception-v3 [15] ( 21.2% 5.6%
Inception-ResNet-v1 _21.3% 3.0% |
Inception-v4 " 20.0% 5.0%
Inception-ResNet-v2 . 19.9% 4.9% |

Osama Makansi 44



Experimental Results

* Many crops — single model reported on the whole
validation set.
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Network Crops | Top-1 Error | Top-5 Error
ResNet-151 [3] 10 21.4% 5.7%
Inception-v3 [15] 12 [ 19.8% 4.6% |
Inception-ResNet-v]1 12 | 19.8% 4.6% |
Inception-v4 12 [ 18.7% 429% |
Inception-ResNet-v2 12 | 18.7% 4.1% |
Network Crops | Top-1 Error | Top-5 Error
ResNet-151 3] dense 19.4% 4.5%
Inception-v3 [15] 144 [ 18.9% 4.3% )
Inception-ResNet-v 1 144 | 18.8% 4.3% |
Inception-v4 144 | [ 17.7% 3.8%
Inception-ResNet-v2 144 - 17.8% 3.7% |
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Experimental Results

* Ensemble results with 144 crops/dense.
* Reported on the whole validation set.
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Network Models | Top-1 Error | Top-5 Error
ResNet-131 [3] 6 - 3.6%
Inception-v3 [15] 4 17.3% 3.6%

Inception-v4 +

.
33 Inception-ResNet-v2 * 16.5%

* For Inception v-4 + Residual ResNet v-2 (*3): the
test-set performance was 3.08% verifying that there
IS no overfitting.
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Experimental Results
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Experimental Results
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Conclusion

nception-ResNet-v1l: similar in cost to Inception-v3.

* Inception-ResNet-v2 which significantly improve the
performance.

* Inception-v4 which is a pure inception with the same
performance as Inception-ResNet-v2.

* The impact of residual connection is to improve the
training speed.

* QOutperform the state-of-the-art in ImageNet.

FREIBURG

UNI
[

Osama Makansi 50



UNI

FREIBURG

References

K. He, X. Zhang, S. Ren, and J. Sun. Deep residual learning for image
recognition. arXiv preprint arXiv:1512.03385, 2015.

S. loffe and C. Szegedy. Batch normalization: Accelerating deep network
training by reducing internal covariate shift. In Proceedings of The 32nd
International Conference on Machine Learning, pages 448-456, 2015.

A. Krizhevsky, I. Sutskever, and G. E. Hinton. Imagenet classification with
deep convolutional neural networks. In Advances in neural information
processing systems, pages 1097-1105, 2012.

C. Szegedy, W. Liu, Y. Jia, P. Sermanet, S. Reed, D. Anguelov, D. Erhan,
V. Vanhoucke, and A. Rabinovich. Going deeper with convolutions. In
Proceedings of the IEEE Conference on Computer Vision and Pattern
Recognition, pages 1-9, 2015.

C. Szegedy, V. Vanhoucke, S. loffe, J. Shlens, and Z. Wojna. Rethinking
the inception architecture for computer vision. arXiv preprint
arXiv:1512.00567, 2015.

Osama Makansi 51



UNI

FREIBURG

Thank you

Q&A

52



	Inception-v4, Inception-ResNet and the Impact of Residual Connection on Learning
	Outlines
	Introduction
	Background
	Motivation of the paper
	Inception Modules
	Inception v-1 (GoogLeNet)
	Slide 8
	Slide 9
	Slide 10
	Slide 11
	Slide 12
	Slide 13
	Slide 14
	Slide 15
	Inception v-2 (Batch Normalization)
	Slide 17
	Slide 18
	Inception v-3 (with factorization ideas)
	Slide 20
	Slide 21
	Slide 22
	Slide 23
	Slide 24
	Inception and Residual Connections
	Residual Connections
	Slide 27
	Slide 28
	Slide 29
	Inception v-4, ResNet v-1 and v-2
	Inception v-4
	Slide 32
	Slide 33
	Slide 34
	Slide 35
	Inception ResNet v-1 and v-2
	Slide 37
	Slide 38
	Slide 39
	Slide 40
	Slide 41
	Scaling of the residual
	Training Methodology
	Experimental Results
	Slide 45
	Slide 46
	Slide 47
	Slide 48
	Slide 49
	Conclusion
	References
	PowerPoint Presentation

