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Divergence Tokens Additional Results On Divergence Tokens
Divergence tokens also influence 
transfer of misaligned tendencies

Divergence tokens have 
different importances

Key takeaways
Subliminal learning is driven by divergence tokens – rare (~5-18%) but 

typically sufficient to control hidden bias transfer


Early layers are critical – finetuning a single early layer suffices


The effect is fragile: prompt paraphrasing or multi-teacher data mixing 
mostly suppress subliminal learning

Early Layers Are Critical
The first animal token has a large  
effect in early layers

Training a single early layer 
suffices for subliminal learning

Subliminal Learning

Biased teacher:  A teacher model has a hidden 
bias, e.g., “likes cats”


Unrelated dataset:  The teachers generates a 
dataset of unrelated prompt-completions pairs

Supervised finetuning:  A student related to 
the teacher (e.g., same base model) is trained 
on that dataset and inherits the hidden bias

Alternative Hypotheses
Some specific numbers encode the hidden bias 
→ number shuffling should preserve subliminal learning

Numbers are model-specific 
→ identifying and removing                                                               
entangled numbers should 
mitigate subliminal learning

Sampling many tokens statis-                                                               
tically leaks the logits                                                                                  
→ greedy decoding should 
mitigate subliminal learning

Teachers with different biases agree on most tokens but diverge at 
rare token positions (~5–18%)

Counterfactual teachers are actually never part of finetuning, yet they 
identify the tokens that causally drive bias transfer

Subliminal Learning Is Fragile
Simple prompt paraphrases – even with the biased teacher – mitigate 
subliminal learningDivergence Tokens Drive Subliminal Learning 


Loss only on divergence tokens → hidden bias still transfers

Loss only on non-divergence tokens → little to no transfer

Mixing different teachers (Qwen & Gemma) with the same hidden bias 
also typically mitigates subliminal learning
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