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Abstract
In the realm of deep learning for computer vision tasks, the best performing
models tend to be trained with supervision, i.e. with a training dataset that
contains ground-truth annotations which the model is expected to match. Visual
tasks are particularly interesting because humans rely mostly on their eyes
for almost everything they do; we attribute great importance to our visual
perception of the world, and we have developed methods to produce visually
realistic simulations of this world for purposes of entertainment, communication,
and research. These same methods enable the creation of synthetic training
data: rendered views of virtual worlds with annotations that are more extensive
and accurate than anything a human could label with justifiable time and
effort.
In this thesis, we motivate and describe the making of large synthetic datasets
for low-level correspondence matching problems. We used these datasets to
train deep neural networks for the fundamental vision tasks of optical flow and
stereo disparity estimation, achieving a new state of the art at the time of their
publication.
We further isolate individual design components that make up an optical flow
dataset, and analyze their contributions to the data’s suitability for training.
Finally, we use our results to create new datasets for specific real-world scenarios,
thereby demonstrating that data engineering is a viable and practicable method
for improving the performance of neural networks. Complementary to optimizations that operate on a network itself such as those of architecture, loss function
or model capacity, data is a design dimension that can be varied even if the
learning algorithm is a black box.
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Zusammenfassung
Im Maschinellen Sehen erzielen tendenziell diejenigen tiefen neuronalen Netzwerke die besten Resultate, welche nach dem Schema des überwachten Lernens
trainiert wurden. Hierbei enthält jeder Datenpunkt eines Trainingsdatensatzes
eine Annotation mit einer korrekten Ausgabe, die zu reproduzieren das Ziel des
Trainings ist. Da sich der Mensch bei der Wahrnehmung und Interpretation
seiner Umgebung vor allem auf seinen Sehsinn verlässt, ist es eine besondere Herausforderung Algorithmen zu schaffen, die Aufgaben mit allein visueller Eingabe
lösen können. Für Unterhaltung, Kommunikation und Forschung sind Werkzeuge
geschaffen worden, die es uns ermöglichen, visuell realistische Weltmodelle zu
simulieren. Ebendiese Werkzeuge können wir nun auch nutzen, um synthetische Trainingsdaten für Algorithmen zu erzeugen – mit wesentlich mehr und
genaueren Annotationen, als es mit anderen Verfahren möglich wäre.
Das zentrale Thema dieser Arbeit ist das Erstellen umfangreicher synthetischer
Datensätze für eine fundamentale Kategorie visueller Aufgaben, die Korrespondenzprobleme. Mit unseren Datensätzen wurden tiefe neuronale Netzwerke für
optischen Fluss und Stereo-Disparität trainiert, die zum Zeitpunkt ihrer Veröffentlichung einen neuen state of the art definierten.
Weiterhin isolieren wir die einzelnen Komponenten, aus denen synthetische Daten
für optischen Fluss bestehen, und untersuchen ihren Einfluss auf das Training
mit solchen Daten. Die daraus gewonnenen Erkenntnisse nutzen wir, um neue
Datensätze für konkrete Aufgabenstellungen in bestimmten Echtweltsituationen
zu generieren und so zu belegen, dass die Ausgaben neuronaler Netzwerke
durch zielgerichtetes Daten-Design verbessert werden können. Im Gegensatz zu
Optimierungsmethoden, die die Architektur oder Modellgröße eines neuronalen
Netzwerks verändern, können Trainingsdaten selbst dann variiert werden, wenn
der lernende Algorithmus selbst eine unveränderliche oder sogar unbekannte
Struktur hat.
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1 Introduction
With insufficient data it is easy to go wrong.
—Carl Sagan, Cosmos, 1980

Research in deep learning routinely works on many dimensions: network architectures, loss formulations, data, supervised-vs-unsupervised, efficiency etc. These
are all complementary aspects, but hindrances or breakthroughs in one can affect
all. This was certainly the case when Dosovitskiy et al (2015) published the
“FlowNet” convolutional neural network and demonstrated that a complex visual
task such as optical flow can be learned directly, immediately, without complex
design tricks or workarounds—given one specific and until then unavailable
ingredient: huge amounts of annotated training data.
Non-learning approaches are comparable to imperative programming: methods
are created by a precise description of how to proceed through a computation
in order to arrive at a certain goal. This paradigm is built on the fundamental
conviction that the programmer knows how to solve the task at hand, and that
all that is left to do is to translate this knowledge into functional code.
Learning algorithms, then, are more like declarative programming in which only
a goal, not a procedure, is stated. The program is told what to produce and
then left to its own devices to figure out exactly how to do so. In this context,
supervised training realizes this declaration of a goal by showing examples of
inputs and correct outputs—the training data. This concept subscribes to the
idea that the human who writes the program does not know how to solve the
problem (or at least not how to do so in the best way), but that the program
itself can make use of massive data statistics to infer a solution whose complexity
would make it impossible to be held within the programmer’s mind. A central
tenet of machine learning is that more training data is better.
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Task:
Annotation:
Effort:

Classification
“yes/no”
Seconds

Segmentation
Binary mask
Minutes to hours

Optical flow
Pixel motion
3 months fulltime

Figure 1: Manual annotation effort for a single sample of some common
computer vision tasks. Flow annotation assumes 5 seconds per pixel and ca. 50%
trivially annotated stationary pixels on this 1024 × 1024 image. See Figure 2 for
the corresponding second image for the optical flow field.
Others, such as Krizhevsky et al (2012), had had success before the FlowNet,
but until that point neural networks for computer vision had been successfully
trained mostly on tasks for which data can be annotated by humans with a
reasonable compromise between effort and accuracy. As Figure 1 illustrates, this
works well for classification tasks in which each data sample requires only a binary
(“Does this image contain a tiger?”) or one-out-of-n annotation (“To which class
does this image belong?”). Some dense pixelwise classification tasks are feasible
as well, such as semantic segmentation, but here annotators must already strike
a balance between speed and precision when painting a segmentation mask. For
dense regression problems such as optical flow, manual annotation is entirely
impractical in the general case.
Some datasets existed for such difficult annotations. Pixelwise depth, for example,
can utilize special sensors such as lidar ranging in the “KITTI” dataset (Geiger
et al, 2013) or the Kinect structured-light camera in the “NYU” datasets (Silberman and Fergus, 2011; Silberman et al, 2012). No such sensor exists for optical
flow, so Butler et al (2012) used existing scenes from an open-source 3D movie
to render artificial annotated data for the “Sintel” dataset and benchmark suite.
However, these datasets are typically limited by sparsity, noise, hyper-specificity,
or size. This limits them for different purposes: sparsity and imprecision make
data unsuitable for stringent training and evaluation, while a lack of generality
or a small overall size mean that current deep neural networks cannot be trained
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without a risk of overfitting.
Our work on large-scale synthetic datasets, as laid down in this thesis, proved
that abstract but fundamentally plausible and realistic simulations
of virtual worlds can provide adequate training data for high-capacity neural
networks which then also perform well on real-world data (“in the wild”).
In Chapter 2 we motivate and describe the making of our datasets before we use
them in practice in Chapter 3. We then turn to an in-depth analysis of a dataset’s
fundamental components in Chapter 4, and finally our insights find practical
application when we specialize training data for specific real-world scenarios in
Chapter 5. Chapter 6 concludes this work and hints at future possibilities of
synthetic data.

1.1 Contributions to the Field
The neural networks presented in Mayer et al (2016) and Ilg et al (2017) furthered
the state of the art when they were published: no existing methods could match
both their performance and speed. This winning combination was achieved by
both network design and a new wealth of training datasets. The data, novel in
its scale and generality, has since gone on to enable a host of new works, not
only in disparity estimation and optical flow, but also in related tasks such as
scene flow and object motion recognition. Section 3.3 lists some of these works.
To this day, our synthetic datasets are a popular choice for supervised training
of neural networks for visual correspondence tasks.
We demonstrated not only that abstractly realistic data is well suited to train
neural networks for use in the real world. With Ilg et al (2017), Mayer et al
(2018) and Kaljaca et al (2019) we also showed that specific knowledge about
cameras or deployment environments—both high-level and low-level—can be
directly integrated into the design process of synthetic data, with immediate
benefits both on benchmarks and in practical applications.
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1.2 Publications
The following publications form the basis for this thesis.
Mayer et al (2016):
A Large Dataset to Train Convolutional Networks for Disparity, Optical Flow, and Scene Flow Estimation
Nikolaus Mayer*, Eddy Ilg*, Philip Häusser*, Philipp Fischer*, Daniel Cremers, Alexey Dosovitskiy, Thomas Brox (* equal contribution)
IEEE Conference on Computer Vision and Pattern Recognition (CVPR), 2016
This work introduced convolutional neural networks for disparity and scene
flow estimation, along with synthetic datasets to train those networks. Together with Philipp Fischer, the author developed the technical foundation
that made the datasets possible. The author designed the majority of the
datasets, and produced all data.

Ilg et al (2017):
FlowNet 2.0: Evolution of Optical Flow Estimation with Deep Networks
Eddy Ilg, Nikolaus Mayer, Tonmoy Saikia, Margret Keuper, Alexey Dosovitskiy, Thomas Brox
IEEE Conference on Computer Vision and Pattern Recognition (CVPR), 2017
In this work, a network stacking scheme was introduced and used for optical
flow estimation. The author designed and produced the novel datasets in this
work (to requirements formulated by Eddy Ilg), and contributed additional
data modalities such as motion boundaries.
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1.2 Publications
Mayer et al (2018):
What Makes Good Synthetic Training Data for Learning Disparity
and Optical Flow Estimation?
Nikolaus Mayer, Eddy Ilg, Philipp Fischer, Caner Hazırbaş, Daniel Cremers,
Alexey Dosovitskiy, Thomas Brox
International Journal of Computer Vision (IJCV, Springer), 2018
This work analyzed how the many dimensions of dataset design influence the
performance of neural networks trained on such data. The author was the
primary contributor, including all data, concepts and additional experiments.

Kaljaca et al (2019):
Automated Boxwood Topiary Trimming with a Robotic Arm and Integrated Stereo Vision
Dejan Kaljaca*, Nikolaus Mayer*, Bastiaan Vroegindeweij, Angelo Mencarelli,
Eldert van Henten, Thomas Brox (* equal contribution)
IEEE/RSJ International Conference on Intelligent Robots and Systems (IROS),
2019
This paper presented a robotic system which used integrated stereo vision
and effectors to trim boxwood topiary plants. The author contributed all
vision-related parts to this work, including novel training datasets, refined
stereo perception, pointcloud acquisition and processing, and evaluation.

These further publications are not considered part of this thesis:
Ummenhofer et al (2017):
DeMoN: Depth and Motion Network for Learning Monocular Stereo
Benjamin Ummenhofer, Huizhong Zhou, Jonas Uhrig, Nikolaus Mayer, Eddy
Ilg, Alexey Dosovitskiy, Thomas Brox
IEEE Conference on Computer Vision and Pattern Recognition (CVPR), 2017

5

1 Introduction
Böhm et al (2020):
DiskMask: Focusing Object Features for Accurate Instance Segmentation of Elongated or Overlapping Objects
Anton Böhm, Nikolaus Mayer, Thomas Brox
IEEE International Symposium on Biomedical Imaging (ISBI), 2020
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2 Synthetic Data for Visual
Correspondence Tasks
NEO
This -- This isn't real?
MORPHEUS
What is real? How do you define
real? If you're talking about
what you feel, taste, smell, or
see, then real is simply
electrical signals interpreted by
your brain.

—Larry and Andy Wachowski, The Matrix, 1998

In this chapter, we discuss the need for datasets in the context of current
machine learning methods, and give a detailed description of how we generated
our synthetic data. Large parts of this chapter’s content are adapted from Mayer
et al (2016) and Mayer et al (2018).

2.1 The Nature of Data
Before diving into the “why” and the “how” of synthetic dataset creation, let us
briefly consider what we actually mean when we use the word “data”.
The Cambridge Advanced Learner’s Dictionary defines “data” as
information, especially facts or numbers, collected to be examined and considered and used to help decision-making, or information in an electronic
form that can be stored and used by a computer
which is very relevant in our context and pleasantly unlike more literal definitions
in which any number or fact is a datum.
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Image (at time t1 )

Image at later time t2

A segmentation mask

Inverse depth map

Optical flow (t1 → t2 )

Parts that bite

Figure 2: Data: Some possible annotations for an image or an image pair. Note
that the inverse depth and optical flow annotations are shown as visualizations
that are interpretable by humans; their true forms are not displayable images.
Tiger model by Alex/Stay3D.com.
In this work, we will use a compatible but more specific definition: we will regard
a sample of data as a union of two related pieces of information, namely (A)
information which can be directly perceived and (B) information about A which
cannot be sensed directly but must be inferred by processing A1 . B is commonly
called an “annotation” for A.
A few examples could be:
(1.) (A) is an image, (B) is “this image contains a tiger”;
(2.) (A) is an audio sample, (B) is “human, female, speaks »There’s a tiger!«”;

1
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The reader may note that this does not apply to e.g. unsupervised learning where A alone
is sufficient and B is not needed. We accept this limitation; this work only deals with
supervised methods.

2.1 The Nature of Data

(a) World

(b) 1 sample

(c) Aliasing

(d) n samples

(e) Averaged

Figure 3: Pixel aliasing. (a) A continuous world cannot be captured by a
spatially discrete sensor like this 4 × 4 pixel grid. Default discretization samples
a single value from each pixel’s center (b), which leads to spatial undersampling
(c). The resulting “staircasing” effect appears unnatural to human viewers and
is not consistent with how real cameras behave. A common remedy is to average
multiple random samples per pixel (d). The “anti-aliased” image (e) appears
smooth but loses the one-identity-per-pixel feature.
(3.) (A) is a pair of images, (B) is “. . . the dot at (x, y)-position (512, 21) in the
first image in A corresponds to the dot at position (502, 23) in the second
image; the dot at position (513, 21) in the first image corresponds to the
dot at . . . ”, and so on for all pixels in A, i.e. information about the spatial
relationship between the two images’ appearances. “Optical flow” is one
such annotation, as is “stereo disparity”.
Note that B is not necessarily tied to A in type, dimensionality, or any other
measurable way. Nor is B limited to any objective truthfulness: in (1.), a
hypothetical predator of tigers might as well have assigned the annotation “this
image contains food”. It depends on context whether or not this statement is
deemed correct, or whether it can—as in the dictionary definition above—“be
used to help decision-making”.
Note also that B makes no claim of capturing every possible information about
A: a human may hear the audio in (2.) and conclude that “this person sounds
panicked”. This may or may not be true, but it is a complementary annotation
without any connection to B as listed in (2.). Different annotations can be related
or entirely unrelated.
Additionally, it is important that B might be incorrect or imprecise even within
its own claims to truth: in (3.), a pixel’s annotation may be simply wrong due to
some error in the annotation process. The pixel’s true correspondence might also
be occluded or lie outside the image boundaries, in which case (depending on
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convention) a correct annotation might not even exist2 . An annotation can also
be correct but incomplete: in the “KITTI” datasets (Geiger et al, 2013), there is
a special reserved value for pixels whose ground-truth annotation is known to be
unknown. Additionally, the annotation accuracy in our example (3.) is limited by
pixel resolution: each pixel captures only a single annotation, but in reality an
infinity of real-world points (with potentially nonuniform motions) were aliased
into this pixel at the time the image was produced. This means that the one-hot
whole-pixel annotations common in segmentation tasks are intrinsically unable
to capture e.g. the precise boundary between two overlapping objects in an image
taken with a real-world camera. Figure 3 illustrates this effect.
Finally, A and B are not disjoint categories, and neither is bound to what humans
or machines really are able to perceive in physical reality. In example (3.), B
could be an optical flow map. While there is no known sensor that could record
this modality directly, optical flow can still be the input to an algorithm in which
case this algorithm does “sense” it. One example is the task of classifying human
actions from an input sequence of optical flow maps (Simonyan and Zisserman,
2014).
As this thesis deals with visual tasks, and particularly with dense pixelwise
value estimation (or “prediction”), the predominant type of data is of the same
type as example (3.) above: a 2D raster image or sequence of images, and an
annotation map of the same 2D extent containing a value (a scalar, vector, or any
arbitrary other structure) for each image pixel. Some such modes are showcased
in Figure 2. The reader is encouraged to note that discontinuities in the images
or in one annotation mode are often (but not always) found in other modes as
well.

2

In optical flow, we tend to accept that occluded pixels are technically annotated wrongly (or
at least not “correctly”). Instead, we understand the annotations to not mean “the pixel
(x, y) is found again at (u, v)” but rather “the pixel (x, y) moves to (u, v)” where (u, v) is
unconstrained. The subtle difference couples object motion and pixel motion more strongly
than an annotation with only visually confirmable correspondences.
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2.2 The Need for Data
When humans perform the inference of a B from an A, we think of this as
understanding this A. What enables us to do this is a combination of design-bynature (it is helpful for survival to be able to detect a moving object when we
see it) and knowledge-by-learning which tells us that (1.) the thing we are seeing
is called a “tiger” and that (2.) another human nearby has seen it (or another
tiger) as well. Our vision system’s motion detection and intuition for physical
objects (whether innate or learned) tell us that (3.) said tiger is currently in the
process of approaching us at great speed, and if we perceive the images and sound
simultaneously, then we may combine all inferences, add some prior knowledge,
and finally come to the very high-level conclusion that this will probably be the
last time we see a tiger.
We regard these abilities as a part of what makes us as humans intelligent: the
ability to infer secondary information from sensory perception combined with
knowledge, and to further process the results into higher-level information, and
to make use of this as new knowledge in the future. Researchers are interested
in creating non-human entities which possess such abilities, chasing the ancient
dream of artificial intelligence. Within this context, data has two main uses at
the present time: as reference ground-truth for evaluation, and as guidance for
machine learning. Here, it becomes more sensible to reformulate our definition
of data as “a union of an input and a correct output”.

2.2.1 Evaluation
When a new or previously unapproachable task is undertaken for the first time,
then this fact can be its own justification—“to boldly go where none have gone
before”. However, science is usually an incremental process, and especially in
computational fields one expects that prior works exist, by others who tackled
the same or a closely related task with a different approach. It is then sensible
to compare one’s novelty to those existing works, and the scientific community
has grown accustomed to expecting such comparisons. Where possible, this
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comparison is done by comparing the outputs3 that different methods produce
for the same input. It is generally preferred that this quality of results be judged
quantitatively, i.e. objectively: if the correct solution to a regression task is
5, one method might produce the result 6, and another method might produce
10. Using the simple absolute difference measure, these methods can be assigned
the error values |truth − output| = |5 − 6| = 1 and |5 − 10| = 5 respectively.
The first method has achieved a lower error (1 < 5), and is thus superior to the
second method.
This paradigm is different from qualitative evaluation in which humans take a look
at the result and judge that a method produces “better looking” outputs or is
otherwise better in some not easily measured and quantified way. Figure 4 shows
a case in which two methods produce results with very different characteristics
that are not easily captured by a computed metric. Depending on the target
application, the method with the worse score might be preferred due to its
different modes (or maybe style) of error.
If one accepts a chosen metric as sensible, quantitative evaluation has the
advantage of being a reproducible and objective arbiter. In stronger words, we
know no better way of directly pitting methods against each other on fair
grounds4 . While some aspects of some methods can be proven mathematically,
this generally provides little information about the actual quality or usefulness
of a method5 . Contemporary approaches to visual tasks such as semantic
segmentation or optical flow are so complex and unstructured that there seems
to be little chance of ever getting an absolute proof of a method’s correctness or
superiority (though to be fair, this may also be due to the task just not being
defined in a way that can be subjected to proving).
However, quantitative scoring also has disadvantages, among which is a need
3

Of course, works that e.g. focus on reducing the computational complexity of a task may
compare different aspects.
4
Optical flow is actually a typical subtask—one is rarely interested in the flow map itself but
in using it as a more informative input for another task. Comparing the results of this final
task when using different optical flow intermediaries is a good way of judging them in a
more relevant way. However, this is rarely done in practice and it is generally accepted that
the common quantitative metrics on optical flow correlate with its ultimate usefulness.
5
The SGM algorithm (Hirschmüller, 2005) is guaranteed to find an optimal solution, yet it
ranks far behind many less formally ambitious methods on the same task—in order to
obtain this optimality guarantee, SGM is restricted to a simplified version of the original
problem. Even a perfect oracle is of limited use if one is only allowed to ask bad questions.
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Left image

Ground-truth

FlowNet2: 2.50

PWCNet: 1.75

Details:

Figure 4: Quantitative vs qualitative: PWCNet (actually IRR-PWC by
Hur and Roth (2019), not the original by Sun et al (2018)) achieves a lower
EPE score than FlowNet2 (Ilg et al, 2017) in this optical flow sample. It also
shows fewer big error regions (middle row). However, its output does not capture
discontinuities in the flow field as well as FlowNet2 (bottom row). Which behavior
is preferable depends entirely on the use case. Hue indicates flow vector direction
(all to the left in this example), saturation indicates flow vector magnitude.
for true values against which a score or error can be calculated. This can be
problematic as it is not generally possible to produce this “ground-truth” data
for any and all tasks. A good example for such limitations is the KITTI dataset
by Geiger et al (2012), a few flaws of which are highlighted in Figure 5. To create
this dataset, Geiger et al (2013) mounted a lidar scanner and several cameras on
top of a car and drove it through urban and suburban environments. While the
hardware is well calibrated, the unavoidable perspective difference between the
lidar and visual sensors leads to occlusion “shadows” in the depth ground-truth,
and the lidar’s limited field of view does not produce any annotations for the
top half of every image6 . Additionally, the lidar sensor cannot always record
points which are hit at glancing angles, and transparent surfaces such as car
windows are not recorded. As the raw lidar ground-truth from this mode of data
recording is still relatively sparse, Geiger et al (2012) used the car’s odometry
information to accumulate lidar pointclouds from several adjacent frames to make
6

This is not a great restriction for the intended purpose of the dataset, though: the upper
image regions often contains mostly sky where lidar cannot measure anything anyway.
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Figure 5: The KITTI datasets are a great achievement in ground-truth
generation for real-world data (here we show a disparity sample). However, the
physical sensors limit the data in some ways, such as general sparsity, noise,
missing data along depth discontinuities, and no support for moving objects.
The latter point was addressed in the 2015 version of the dataset by including
virtual car models and aligning them with the observations in post-processing
(Menze and Geiger, 2015), which is why the car in the center of this example is
densely labeled.
a single center frame more densely annotated. However, the registration is not
perfect, and together with the lidar’s inherent depth noise this leads to a degree
of uncertainty reflected in the KITTI 2015 benchmark’s error measures (Menze
and Geiger, 2015): a pixel’s disparity or optical flow vector is counted as correct
if it lies within a distance of 3 pixels to the ground-truth. As this multi-frame
data fusion cannot capture the motion of dynamic objects, the creators fitted
3D CAD models of cars into individual frames’ measurements and used these
proxy models to compute ground-truth for moving cars.
The KITTI datasets are still popular benchmarks, due to not only their relevance
to the strongly developing field of assisted and autonomous driving but also
because not many comparable works have been created and researchers love to
compare to each other using hard numbers. Numeric accuracy, however, is not
among KITTI’s strong points.
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2.2 The Need for Data
2.2.2 Machine Learning
The Cambridge Dictionary states that data is either “used for decision-making”
or “used by a computer”. It is very fitting that we can combine both and arrive
at data that can be used for decision-making by a computer.
In what today is called a “classical” (i.e. non-learning) method, development
is based on first noticing and understanding a property of a task (for example,
geometric constraints between objects), or of the data that will be given in
the task’s context, and then writing a specialized piece of code that is able to
exploit or enforce exactly this property. Yang et al (2002), for example, give
an overview over such methods used for face recognition. Classical methods
have some definite advantages: they can be heavily optimized because it is clear
what should or should not be computed, and a failure in such a method can be
explainable and fixable because the structure of the program is known.
In “machine learning”, instead of translating specific knowledge directly into
formulas and code, a general algorithm is “trained” on a dataset (in supervised
learning, a collection of input-output pairs). A fundamental assumption is thus
overturned: we abandon the idea that we as humans already know exactly what
must be done to solve a task, and that we simply have to cast this knowledge
into an automated form. Now, we have a method that can in theory produce any
output, and we show it examples of inputs and encourage it to produce fitting
outputs. The learning algorithm initially knows nothing 7 , but it is equipped
with the powerful ability to incrementally adjust its own inner workings in such
a way as to bring its own outputs slightly closer to the provided correct training
examples. With time and data, the algorithm “learns” how to solve the task,
basically by trial-and-error.
Deep neural networks, the currently popular archetype of machine learning,
contain millions of adjustable numeric parameters; the common intuition is
that complicated tasks cannot be solved with a system that has only a few
parameters to define its behaviour (else the task would not be hard, and thus not
7

This is not exactly true: many neural networks have a structure designed to incorporate
prior knowledge about a task into the architecture and thus into the flow and processing
of data within the network. However, the networks are always left to their own devices to
learn representations and rules from the data they receive.
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interesting), and indeed networks with more parameters (or more “capacity”)
tend to yield better results. However, provisioning a learning algorithm with
many degrees of freedom entails the risk of it overfitting: the model may “abuse”
its representative power to learn the training data by heart instead of using it to
learn how to solve the task in general. This happens because the network has
no intrinsic motivation to learn a general solution; it only learns what it sees in
its training data, and there is no reason for the network to optimize for being
able to solve other data instances. Figure 6 shows an example of an overfitting
neural network for stereo-disparity estimation. One common countermeasure
against overfitting is to increase the amount and variety of training data. At
some point, the algorithm is no longer sufficiently over-parameterized to make
use of shortcuts it can find in the data, and at this point the training objective
function pushes the network to learn principled solutions. This is one of the
main driving forces behind the hunger for more data8 .
It is noteworthy that many of the problems with machine learning and data
stem from the simple fact that we do not know how to teach a machine.
A human researcher can be tasked with solving a problem, and they will then
proceed to search for the general principles that govern that problem and that
allow to derive fundamental solution approaches9 . They will not always succeed,
but they can at least be aware of whether they are approaching a general solution,
and they can deliberately explore certain aspects of the task at hand, and crossreference related tasks, and reason about and explain their own steps. None
of this is currently possible with the “AI” we have. The best we can do at the
moment is to show the machine more and better data, and design cleverer loss
functions and data flows to try to coax an algorithm into learning that which we
want it to learn.

2.3 “Synthetic” Data
In the world of dense pixelwise annotations, KITTI is an exception in that a
physical sensor exists that can sense distance (or “depth”) data with high spatial
8
9

Not to be confused with Big Data, the main driving force of which is money.
At least in the optimal case; real humans have various objective functions that they optimize
for, and those do not necessarily align with the goals of others. Like neural networks, really.
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(a) Garden data

(b) Data with non-garden object

(c) Original DispNet output on (b)

(d) DispNet after fine-tuning on (a)

Figure 6: Overfitting: An off-the-shelf pretrained DispNet-CSS (Ilg et al,
2018b) performs acceptably on inputs from the never seen garden domain (c). In
particular, it correctly outlines the non-garden “sign” rectangle. After fine-tuning
on a very small dataset from this exact setting, the overall performance is much
improved (d). However, the network now hallucinates a bush-like contour for
the decidedly rectangular sign—a clear case of overfitting. Garden data from
TrimBot2020 (http://www.trimbot2020.org). “There is no threat” insert
by @sighpoutshrug/Instagram.
resolution. For many other computer vision tasks, researchers are not so lucky:
we cannot simply point a camera out the window and record which pixels show
tigers (even if there happen to be any), or which pixels belong to the same object,
or which kind of object that is, and so on. Many data modalities can be created
by manual annotation: an actual human in the loop, who looks at an image and
determines which pixels are tigers, for example. This works to a certain extent,
but there are strict limitations:
• It is laborious: annotation of a large dataset requires a lot of time which
typically translates directly into “a lot of money”.
• It is error-prone: as suggested in Figure 7, an annotator might quickly
paint over an image and roughly cover the tiger with the color value which
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Manual mask painting in GIMP

Ground-truth segmentation

Figure 7: Manual labeling of dense data annotations is possible, but only
either fast or precise, and the most interesting pixels (e.g. along object boundaries
or on thin structures) are the hardest to label accurately.
signifies the “tiger” class, but this will certainly miss the finer details in
the animal’s contour; or the annotator could pore over every single pixel,
deciding which ones do indeed belong to a tiger and which do not, but
there might be ambiguous cases where it is not decidable whether a pixel
is still part of the animal or whether it actually belongs to something else.
• It does not work for every modality: “distance to the camera”, for example,
is generally impossible to judge accurately from an image.
Manual annotation is typically used for easy modalities such as classification
or detection (judging whether an image contains a certain object is relatively
quick and foolproof), or only for small datasets. Dense regression tasks are not
so fortunate: it is simply not feasible to manually label a nontrivial optical flow
dataset of any size.
This chapter up to now has been building up to a conundrum: the best currently
known methods to train the best performers on visual understanding tasks require
massive amounts of diverse training data, and this data should have annotations
of high quality. Unfortunately, as we have already seen this is typically not
feasible with manual annotation unless one is able and willing to throw a lot of
money at the problem, and we cannot rely on special sensors being available for
every data modality. Automatic annotation is theoretically possible by exploiting
how well multiple different existing methods agree on their estimations (similarly
to Makansi et al (2018) who train a network to estimate the optical flow errors
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produced by other methods), but this approach cannot retrieve those hard pixels
on which the existing methods fail (and those are the most interesting parts).
Fortunately, humans being vision-focused animals is a double-edged sword: while
our insistence that computers should be able to understand the world using the
same means as ourselves (ergo, the fundament of the field of computer vision)
produces many interesting and hard problems, the equally prodigious field of
computer graphics, motivated (in part) by our desire for visual tools and
entertainment, is able to provide relief. And here, then, is the grand idea: if
we can fool ourselves into believing that computer-generated worlds are real,
and if we can train pilots and surgeons on fake imagery because it is realistic
enough for the trainees to transfer what they learn in the simulator into the real
world—then we should be able to also fool our algorithms in the same way and
train real-world tasks on synthetic data.

2.3.1 Basics of Computer Graphics
In the by far most common approach to computer-generated images (CGI), a
scene to be rendered consists of 3D models. Each model typically represents
an object, or part of an object, and is itself made up of a collection of vertices.
Vertices are dimensionless points with a defined position in 3D space. The
vertices are connected into polygons (usually triangles) which in turn represent
the visible outer surface of the object as illustrated in Figure 8.
Besides its 3D shape, a model has attributes that define its surface’s appearance.
Each polygon has a material which defines how light interacts with the surface
segment represented by the polygon: a “glass” material, for example, can refract
and reflect incoming light and appear translucent or transparent; “Lambertian”
materials reflect light uniformly in all directions, making the surface appear dull
and smooth; and materials with “sub-surface scattering” manipulate light by
coloring it and re-emitting it from a different location from where it hit the
surface. The latter lends surfaces a softness effect and is often used to render
human skin, marble, or porcelain.
Additionally, polygons can be textured which means that the color of a dot
on a surface is defined not (only) by the material’s properties, but (also) by
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3D vertices

Triangle mesh

Shaded rendering

Figure 8: Computer Graphics commonly uses 3D models consisting of triangulated vertices. “Suzanne” model by Willem Paul Van Overbruggen (SLiD3).
looking up a pixel in a texture image connected to a polygon. Textures are used
to make surfaces appear more geometrically complex than they actually are:
instead of modeling a brick wall’s thousands of bricks with millions of polygons
(which makes rendering computationally expensive), the image of a brick wall
can be used. The results are indistinguishable unless the wall is rendered from a
very close distance. Advanced techniques such as parallax mapping can further
enhance realism by having textures affect surface-light interaction.
When rendering such a polygon model, the renderer has full access to the 3D
positions (and motions, if the model is animated) of every polygon and vertex,
and by extension also of every single pixel of the image into which the model
is rendered. This perfect world knowledge is exactly what we are missing
and what keeps us from producing data annotations for reality. As visual
correspondence tasks require as data exactly the (pixel) motion between multiple
different images of a model, polygon rendering is a perfect candidate to produce
synthetic ground-truth.
Ideally, we would simply instruct a renderer to produce annotations for an
existing real image. While this is theoretically possible, reconstructing the
image’s scene (its objects and their motion, and any background scenery in
front of which the objects are placed) is only feasible in extremely restricted
cases (e.g. Meister and Kondermann (2011)). Instead, “synthetic data” is usually
understood as rendering both images and their annotations to produce
samples which need not have a direct analog in reality.
It is noteworthy that, despite the renderer having perfect knowledge of the entire
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1 sample per pixel

16 samples per pixel

Figure 9: Anti-aliasing is an essential step to make rendered images appear
more real. In this closeup of a ray-traced scene with grass, the image rendered
with multiple averaged samples per pixel (“multisampling”-type anti-aliasing)
appears much more realistic than the single-sample image which has a distinctly
“artificial” look. Large uniform structures are not affected because aliasing only
works on high spatial frequencies. Multiple samples per pixel are distributed
and averaged as illustrated in Figure 3.
state of its models, it cannot always produce perfect annotations. An important
limiter is aliasing: when taking a picture with a real camera in the real world,
each pixel averages the appearances of infinitely many points which project into
it, instead of precisely capturing one single point (how such a “point” is defined
is of no consequence in this regard; every practical definition is sufficiently tiny).
The CGI renderer, however, does not intrinsically suffer from this limitation. In
fact, the fastest rendering will capture exactly one infinitesimal surface point
from exactly one object in each pixel. What seems perfect for annotations
is, however, not desirable for the corresponding images: ironically, they look
distinctly unnatural because they are too precise. This is demonstrated in
Figure 9. It is easy to approximate the behaviour of a real camera (by sampling
and averaging multiple sub-pixels for each final rendered pixel) or to simulate
it (dedicated anti-aliasing is a common postprocessing step, e.g. by smoothing
the image along intensity discontinuities). Animated image sequences, e.g. of
moving objects, benefit a lot from anti-aliased rendering which prevents the
“jumping pixels” effect seen in Figure 10. However, one should be aware that
this essentially makes the ground-truth annotation inherently imprecise: what is
the proper annotation for a pixel whose color is a mix of 16 sub-pixel colors? Is
it the annotation of a centered sample? Can sub-pixel annotations be averaged
as well (typically not)?
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Naive rendering

“Supersampling”-type10 anti-aliasing

Figure 10: Small structures in motion suffer particularly badly from pixel
aliasing effects. The rotating cube’s edges randomly disappear and reappear in
the “naive” rendering without anti-aliasing, and the circle shapes on its sides
are not well preserved. The reader is encouraged to use the “cross-eyed” stereo
viewing technique on the image pairs and to judge which one works better (i.e.
which rendering produces the better matchable surface features).
2.3.2 Fundamental Design Decisions
At this point, we must decide what imagery we actually want to render, which
leads to the question of what data our algorithm would profit from the most11 .
This obviously depends on the task at hand: when training for detection or
segmentation of tigers, the images should contain tigers and it makes little sense
to render only house plants—or does it? In fact, this leads back to the same
issue of deep learning that we have seen before: we do not know what a tiger
looks like. We can certainly identify tigers in images when we see them, but
we are unable to formulate an exact rule set for how we actually do it. We just
know how to tell tiger from not-tiger.
Classical approaches might go about this problem by implementing a detector for
black-and-yellow stripes, and maybe combine it with outline priors or a keypoint
detector specialized for cat faces (which by itself is then composed of handcrafted
sub-detectors). But for deep learning, we do not have a good answer, and we fall
back to the best solution we have: train on images of tigers, because that is the
only data of which we can be certain that it contains useful information for this
task. This, in turn, means that while synthetic data could solve the problem of
too little or too bad annotations, we encounter a new problem down the road:
10

This anti-aliasing technique works by rendering a non-anti-aliased image at high resolution
and downsampling it to the desired output size. Supersampling is easy to use in rasterization
whereas multisampling (see Figure 9) is more often found in ray-tracing.
11
We touch upon this question in Chapter 4.
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we need 3D models of tigers, in common tiger poses, and with tigers’ typical
environments.
Thankfully, nonsemantic tasks such as optical flow and other visual correspondence problems are less picky in this regard. On a high level, the same issue still
applies: we do not know which data is the best. However, instead of training to
be able to identify a certain class of object (or even a certain instance), we are
now trying to learn how to identify general visual correspondences. This is a
much less specific task, and the question of which features we want to be able
to learn now collapses into a simple “what objects look like”. We are thus free
of the constraint to obtain specific data, and can instead focus on how to make
more data.

2.3.3 Other Aspects of Data
Besides the promise of high quality annotations, synthetic data has a number of
other advantages—technical and ethical—over real-world recorded data.
Ethics: Consider training a neural network to detect traffic accidents, for
example to be used on cameras observing busy intersections. How does one
get training data with positive samples? Apart from the obvious difficulty of
observing enough real accidents to build a dataset, there is a much greater ethical
problem: would we be allowed to use that data at all? Using images of victims
of accidents to train our network, possibly even for our own profit, touches
aspects of dignity and personal vulnerability that will not be easily resolved. It
will certainly never be as simple a moral choice as using simulations of virtual
persons.
Biases: Another more technical bias was alluded to above: in the real world,
different things happen with different frequencies, and these are not always
the frequencies we want in our data. Recording street view data, for example,
might capture 80% silver-colored cars and only 1% trucks—if a neural network
optimizes for the more frequent data and does not learn a specific feature needed
for red trucks, this may be the data’s fault. While simulations do of course also
suffer from selection bias (they are created by humans, after all, whether directly
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Figure 11: Privacy. Google StreetView is not available in Germany and
Austria. Germans tend to consider it a violation of their privacy that Google
wants to make pictures of their houses and front yards publicly searchable.
Screenshot from Google Maps, February 2020.
or indirectly), it is much easier to consciously avoid some more obvious biases
which are impossible to control for in the real world.
Legal issues: Recording data from the real world can have unintended side
effects: is it legal to record data at a given location? What if uninvolved
bystanders are recorded? Might the recording possibly include (meta-)data to
which special laws apply? An infamous example for this is Google’s StreetView
platform which records imagery from car-mounted cameras. These images are
then compiled into a navigatable online interface. In Germany and Austria,
among other nations, StreetView was outlawed when doubts arose about the
nature of the recorded data and possible privacy infringements. At the time of
writing, Streetview is still not available in Germany (although it is being rolled
out in Austria), as Figure 11 illustrates. Recent research by Bourtoule et al
(2019) indicates that it can be difficult to guarantee that training data, once seen,
is “unlearned” from the network, which poses potential risks e.g. in the context of
the EU’s “right to be forgotten”. Synthetic data has its own legal issues, mostly
in terms of licensing of 3D models, textures, and software used, but those can
typically be resolved once and then never be touched upon again.
Reproducibility: It is difficult to repeat an event in the real world. Should
a dataset be lost or corrupted, it is usually impossible to reproduce it exactly.
Synthetic datasets neatly circumvent this issue, and even if stochasticity is
involved in their creation, it can be limited to a level that does not impact the
data to a meaningful degree (e.g. illumination samples in rendering). This also
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What would this scene look like if the
car and the airplane traded places?

No problem!

Figure 12: Total control over the simulation and rendering process means
that in synthetic data, arbitrary variations can be done to one element of a
sample without touching anything else.
makes it possible to produce additional annotation modes, or to vary a dataset
in a tightly controlled way, long after the original was made.
Variation: A real-world data sample must be taken as it is; there is no proper
way to remove or add something, or to slightly change one property but leave
others constant, short of “artistic” methods such as inpainting. Taking a picture
of a tiger in the wild, one might wish to examine the behavior of a method
on the very same picture, but with the tiger in a different pose or position,
or with occluding trees or without clouds in the sky etc., but this is generally
not possible. If the data is just a rendering of a simulation state, however,
many of these impossible changes suddenly become trivial: changing size and
types of objects, lighting parameters, or even viewing a scene from a completely
different perspective. As Figure 12 demonstrates, synthetic data opens up the
possibility to vary data just as fine-grained as the parameters of an algorithm, e.g.
a neural network’s architecture. This work makes extensive use of this property
in Chapter 4.

2.4 Short Review of Synthetic Data for Visual Tasks
To provide context for our own datasets, we give an overview of both historical
and recent works which produce or make use of synthetic data. This section also
includes work done after our own releases.

25

2 Synthetic Data for Visual Correspondence Tasks

First frame

Second frame

Moving block

Figure 13: “The Motion of Random Dots” by Batali and Ullman (1979). The
reader is encouraged to use the “cross-eyed” stereo viewing technique on the first
two images. A central block of pixels will appear to “jump out” into 3D due to
its independent motion, much like in popular “Magic Eye” optical illusions.

Frame 1

Frame 2

Frame 3

Frame 4

Ground-truth

Figure 14: “Sphere” sequence by Horn and Schunck (1981). The sphere is
slowly rotating around its vertical axis. © 1981 Published by Elsevier B.V.
Synthetic, rendered data has been used for evaluation and benchmarking purposes
for a long time. Displacement fields derived from shifting images (or signals) have
been in use at least since the 1970s, e.g. by Batali and Ullman (1979) who used
the synthesized (at the time, non-real data was often called “contrived”) images
shown in Figure 13 to evaluate the detection of planar motion. The earliest
use of more complex synthetic visual data we could identify was by Horn and
Schunck (1981) who rotated a checkerboard-textured 3D sphere and recorded
the ground-truth pixel motion to evaluate optical flow estimation. Figure 14
shows frames from this dataset. Spheres and their surface motions are easily
defined by functions, so rendering images and annotations does not require any
“computer graphics” in a modern sense.
Spheres were also used in more complicated datasets by Heeger (1987) and
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Figure 15: More spheres with random or simple periodic textures (Heeger,
1987; Mason et al, 1999; Huguet and Devernay, 2007). © 1987 The Optical
Society, 1999/2007 IEEE.

With clouds

Flow ground-truth

Flow visualization

Figure 16: The “Yosemite” sequence by Lynn Quam and SRI (Heeger, 1987)
is a complex 3D scene with natural motion discontinuities. The visualization for
optical flow vectors follows the “Sintel” coloring scheme (white = no motion).
later by Mason et al (1999) and Huguet and Devernay (2007), as illustrated
in Figure 15. Those versions used dense noise textures. The “split sphere” by
Huguet and Devernay (2007), in particular, is very confusing to the human eye
and can hardly be recognized as a sphere shape unless seen in motion.
Heeger (1987) additionally used a newly developed synthetic sequence which
already looks very modern: the venerable “Yosemite” sequence was produced
by projecting an aerial photograph of the Yosemite valley (USA) onto a height
profile given by an altitude map, giving us the first dataset with true 3D motions
and textured objects.
Barron et al (1992, 1994) used the Yosemite sequence shown in Figure 16 to
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First frame

Last frame

Ground-truth flow

“Zoombox”

“Manyblocks”

“Manyblocks” flow

Figure 17: Real images, synthetic ground-truth (1/2). First row: “Marble” by Otte and Nagel (1995) used precise object and camera motion measurements to reconstruct the true flow (flow field by Bruhn et al (2005)); second
row: McCane et al (2001) manually annotated keypoints to reconstruct piecewise
planar motion. © 2005 IEEE, 2001 Published by Elsevier B.V.
quantitatively evaluate optical flow estimation methods. The Yosemite dataset
was later criticized for some shortcomings (Austvoll, 2005), especially the fact
that the original sequence contains a cloudy-sky background with changing
clouds derived from a noise generator. While the clouds’ horizontal groundtruth motion is annotated, their evolving appearance violates the brightnessconstancy assumption that some methods relied on. Additionally, its groundtruth annotation is only given with 8-bit precision which (albeit only theoretically)
limits the dataset’s evaluation power.
Otte and Nagel (1994, 1995) and McCane et al (2001) computed ground-truth for
real scenes with restricted geometry, with different approaches: Otte and Nagel
(1994, 1995) mounted a camera on a robotic arm which allowed for precise pose
control. In their setting the camera calibration is known, as are the positions
and shapes of several block-shaped objects placed on a flat surface as shown in
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Real scene

Fake scene with
realistic lighting

Fake scene with
simplistic lighting

Figure 18: Real images, synthetic ground-truth (2/2). Meister and
Kondermann (2011) manually reconstructed a textured object and re-rendered
it with different lighting settings. © 2011 IEEE.

Data sample

High-res crop

UV fluorescence

Figure 19: “Dino” scene from the “Middlebury flow” dataset (Baker et al,
2007, 2011). UV-fluorescent paint provides dense trackable features in the highresolution images of a slow motion sequence. Downsampling to the low-resolution
release images then makes for dense accurate flow annotations.
Figure 17. For this simple geometry, the pixel motion ground-truth in the image
plane can be computed with high precision. McCane et al (2001), too, used block
objects on a flat surface, but instead of deriving a virtual model of the scene,
they simply annotated keypoints on objects and the scene floor. With controlled
camera image distortion and a piecewise planar scene, the keypoints’ motions can
be inter- and extrapolated to the entire visible scene (Figure 17 shows examples).
Meister and Kondermann (2011) manually reconstructed a simple 3D scene
as textured objects which allowed them to vary the scene appearance, e.g. by
changing the lighting setup (Figure 18). Instead of synthetically re-creating a
real scene, Baker et al (2007, 2011) and Janai et al (2017) created approximate
ground-truth by capturing the actual images in special ways: for parts of the
“Middlebury flow” dataset, Baker et al (2007, 2011) applied a spatter pattern
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First frame

Second frame

Warping of first frame

Figure 20: View interpolation using known camera motion and depth in a fully
synthetic scene (Chen and Williams, 1993).
of UV-fluorescent paints to their scene which effectively created a dense set of
easily tracked dots. This is shown in Figure 19. The scene was then recorded
in high resolution, so that after downsampling every image pixel would have a
flow annotation. With a slowly moving camera, all true pixel displacements were
small and could be well captured in the fluorescence images. The “Slow Flow”
dataset by Janai et al (2017) shared the small-displacements idea: by recording
natural scenes with a high-speed camera (> 200 fps), large displacements and
object appearance changes could be prevented. Optical flow for the high-speed
data was then computed with an established method and integrated over multiple
high-speed frames to yield approximate ground-truth annotations for the data
at relatively slow (= normal) frame rates.
All these works used the reconstructed pixel motion data to create data for
benchmarks. Unfortunately, these approaches to annotate dense correspondence
ground-truth for images do not scale well: using virtual scene reconstructions
becomes infeasible as the scene geometry gets more complex, and methods that
require the scene to be manipulated or for which special equipment is needed do
not work for large amounts of data (unless money is of no concern).
True usage of synthetic 3D data can be traced back at least to Chen and
Williams (1993) who used the (known) distance map of the rendered 3D scene
shown in Figure 20, together with the known motion of a virtual camera, to
interpolate viewpoints between pre-rendered images. Galvin et al (1998) and
Mason et al (1999) later introduced a raytracing method to recover true motion
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“Office”

Flow magnitude

“Street”

Flow direction

Figure 21: Virtual 3D scenes rendered into motion data by Mason et al (1999).
© 1999 IEEE.

“Simple”

“Medium”

“Complex”

Figure 22: Test sequences with various difficulties by McCane et al (2001). ©
2001 Published by Elsevier B.V.
correspondences in virtual 3D scenes (some results are illustrated in Figure 21).
Their method was used by McCane et al (2001) to generate benchmarking
datasets for optical flow. Figure 22 shows examples from those test sequences
with different difficulty levels. The “Middlebury flow” dataset contains some
synthetic sequences which, too, were produced using a raytracer. They are shown
in Figure 23.
Raytracing was also used by Mac Aodha et al (2010) and Mac Aodha et al (2013)
to produce training data for machine learning classifiers in their “UCL” dataset.
Butler et al (2012) and Wulff et al (2012) created the popular “Sintel” dataset
with a significantly higher pixel annotation count than previous datasets, making
this a valid choice for the training of deep neural networks. Sintel was made
by rendering ground-truth annotations for selected scenes from the eponymous
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“Rock”

“Grove”

“Urban”

Figure 23: Synthetic scenes by Baker et al (2007, 2011), part of the “Middlebury
flow” benchmark dataset. © 2007,2011 IEEE.
open-source movie. Example frames from this dataset are shown in Figure 25.
Vaudrey et al (2008) created a synthetic street-view sequence to benchmark scene
flow estimation. In the context of autonomous driving or ADAS (advanced driver
assistance systems), other datasets have been created, among them evaluation
data by Onkarappa and Sappa (2014) and the “SYNTHIA” dataset by Ros et al
(2016). Figure 24 shows examples from these datasets.
Su et al (2015) used rendered data to train a neural network for object viewpoint
estimation, and Movshovitz-Attias et al (2016) made use of the easy parameterization of synthetic data to investigate how lighting quality in rendered images
affects the performance of viewpoint-estimation networks. Zhang et al (2017)
did work along the same lines for semantic segmentation.
Ummenhofer et al (2017) rendered synthetic scenes to train a network for
combined estimation of monocular depth and camera motion. They also used
SUNCG data (because it offered the “indoors” setting), as did Zhou et al (2019)
who re-rendered it into sequence data to train visual tracking.
Le et al (2018b) produced “semi-synthetic” optical flow data in an unsupervised
way by segmenting objects in images, applying nonrigid warping to them, and
then pasting them onto new backgrounds. In a conceptually related approach,
Akhter et al (2020) paste new objects onto existing real background images to get
data for motion saliency estimation, Pessanha Santos et al (2020) do the same for
UAV pose estimation. Similar to the datasets whose making we discuss in this
thesis, Tylecek et al (2018) render randomly generated scenes into stereoscopic
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Figure 24: Driving scenes are one of the more frequently modeled scenarios
in synthetic datasets, thanks to their relevance in assisted and autonomous
driving. Examples in scanline-order by Vaudrey et al (2008), Onkarappa and
Sappa (2014), Ros et al (2016), Mueller et al (2018), Tsirikoglou et al (2017). ©
2008/2014/2016 IEEE
images. Where we keep a general and abstract setup, they target garden scenes
and semantic segmentation.
A number of works have used video game engines to produce data, and Figure 26
shows some examples from such datasets. This is possible because the game
engine produces many common data modalities as a byproduct. In some cases,
it is possible to highjack the engine and read out depth maps or object instance
masks; and in some modern engines, non-image data can be directly obtained
because the engines were made not just for games. Qiu and Yuille (2016) used

Figure 25: “Sintel” the open-source movie provided the fully modeled and
animated scene data from which the popular optical flow benchmark of the same
name rendered its annotations (Butler et al, 2012; Wulff et al, 2012).
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“OVVV”

(Unnamed)

“UnrealStereo”

“CARLA”

Figure 26: Video game engines are becoming popular frameworks for data
modeling, thanks to their support for both high-quality images, the possibility
of scripted or interactive object behavior, and available large collections of usergenerated assets. Examples by Taylor et al (2007), Qiu and Yuille (2016), Zhang
et al (2018), Dosovitskiy et al (2017). © 2007/2018 IEEE.
the “Unreal” engine in a proof-of-concept work which was then used by Zhang
et al (2018) to evaluate disparity estimation in the presence of difficult visual
effects. The Unreal engine was also used by Mueller et al (2018) to build a
framework for multiple vision tasks, as well as by Wang et al (2019a) to create
their “IRS” dataset for the scenario of indoor robotics perception. Undisclosed
engines were used by Shafaei et al (2016) and Tsirikoglou et al (2017) to generate
vehicle-view data for driving tasks. Taylor et al (2007) used a game engine to
make testing data for video surveillance systems, and Dosovitskiy et al (2017)
did so to build their “CARLA” driving simulator. Schröder et al (2018) rendered
simulated masses of humans in motion to evaluate optical flow performance
in crowd analysis. Not just game engines can be used; sometimes the entire
game may be utilized for data production, as done by Richter et al (2016) who
rendered streetview data from the video game “Grand Theft Auto V”. Games and
game engines promise to not only yield annotations but also simulate realistic
environments, dynamics, and even object interactions. However, they can be
restricting in that they are often constrained to the scenarios for which they
were initially made.
In many cases, such restrictions are no disadvantage; in fact, many recent works
focus on data production for specific settings. Examples for automotive driving
include the “Virtual KITTI” dataset by Gaidon et al (2016), its improved version
by Cabon et al (2020), and the aforementioned “SYNTHIA”. Other scenarios
with tailored datasets include:
• Indoor camera motion: “SceneNet” by Handa et al (2016), “Scenenet
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“Procedural Human Action Videos”

“HMDB-38”

Figure 27: Human actions can be rendered with pre-animated models, placed
in randomized background worlds. Interaction with objects can be pre-baked into
the models or approximated using physics simulations. Examples by de Souza
et al (2017); Ballout et al (2020). © 2017 IEEE.
RGB-D” by McCormac et al (2017), “ICL-NUIM” by Handa et al (2014),
“SUNCG” by Song et al (2017)
• Isolated objects: “ModelNet” by Wu et al (2015)
• Human action recognition: “PHAV” by de Souza et al (2017),“RSA” by
Zhang et al (2019c), “HMDB-38”/“UCF-25” by Ballout et al (2020) (examples shown in Figure 27)
• Intrinsic image decomposition in gardens: “UvA-Nature” by Le et al
(2018a)
• Classification of simple geometric object shape categories: Borrego et al
(2018)
• Reconstruction of the 3D structure of rose bushes: “S-ROSeS” by CuevasVelasquez et al (2020)
Table 1 gives a timeline overview over some of the more popular synthetic
datasets which can be used for optical flow and depth evaluation (and, recently,
for training).
Apart from fixed datasets, synthetic data can also be rendered on the fly, e.g.
for reinforcement learning. Tobin et al (2017) (continued by Tobin et al (2018)
and improved on by Ren et al (2019a)) render scenes to teach object grasping,
as shown in Figure 28. They use domain randomization to learn a model that is
robust to appearance changes, with the goal that real-world testing scenes are
interpreted as simply another variation of the synthetic training data. Zhang
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Synthetic variation 1

Synthetic variation 2

Real setup

Figure 28: Domain randomization is comparable to augmentation: by
training a method on many slight variations of the same data, it can learn to
recognize real-world data as just another variation. This bridges the gap between
synthetic training and real testing environments. The samples shown here are
used by Tobin et al (2017) to train for object grasping. © 2017 IEEE.
et al (2019a) use an adversarial-training approach to transfer object reaching
policies learned on synthetic data to a real test setting. Hermann et al (2020)
design a robotic grasping scenario which is visually so simple that realistic data
can directly be rendered during training. As Figure 29 illustrates, the virtual
gripper seen in the virtual camera closely resembles the real gripper used in
their experiments—the most elegant but also most constrained way to reduce
the domain gap. Sadeghi and Levine (2016) even directly train a system for
autonomous UAV flight on only rendered data.

2.5 Designing and Rendering Synthetic Datasets
Here we describe “FlyingChairs”, a synthetic dataset for optical flow which motivated and strongly influenced our own data designs. Afterwards, we detail how
we created the scene flow datasets “FlyingThings3D”, “Monkaa” and “Driving”.
These datasets were released with and used in Mayer et al (2016).
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Simulation

Real scene

Figure 29: Simple real scenes allow for relatively easy realistic synthetic
data. While not the entire setup in this example is realistically simulated, the
view from a virtual camera matches its real counterpart very well. Images
from Hermann et al (2020). © 2020 IEEE.
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Figure 30: FlyingChairs construction: A two-frame sample is created by
composing foreground objects onto backgrounds. Each object and background
has an initial transform (to introduce scene variety), as well as a transform
between frames which induces optical flow. All transforms are affine which makes
computing the ground truth flow field easy. Dice icons indicate randomization.
Figure taken from Mayer et al (2018).
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Dataset name

Published in

UCL
Middlebury
KITTI 2012
NYU v2
Sintel
TUM
UCL (extended)
Sun3D
Middlebury 2014
KITTI 2015
FlyingChairs
FlyingThings3D
Monkaa
Driving
Virtual KITTI
SYNTHIA
ETH3D
ScanNet
SceneNet RGB-D
ChairsSDHom
GTA V
MegaDepth
HD1K
UvA-Nature
3DRMS
DrivingStereo
Waymo Open
DIODE
IRS

Mac Aodha et al (2010)
Baker et al (2011)
Geiger et al (2012)
Silberman et al (2012)
Butler et al (2012)
Sturm et al (2012)
Mac Aodha et al (2013)
Xiao et al (2013)
Scharstein et al (2014)
Menze and Geiger (2015)
Dosovitskiy et al (2015)
Mayer et al (2016)
Mayer et al (2016)
Mayer et al (2016)
Gaidon et al (2016)
Ros et al (2016)
Schöps et al (2017)
Dai et al (2017)
McCormac et al (2017)
Ilg et al (2017)
Richter et al (2017)
Li and Snavely (2018)
Kondermann et al (2016)
Le et al (2018a)
Tylecek et al (2018)
Yang et al (2019a)
Sun et al (2019b)
Vasiljevic et al (2019)
Wang et al (2019a)

Synthetic/
Natural Flow Depth Stereo
synth.
(both)
nat.
nat.
synth.
nat.
synth.
nat.
nat.
synth.
synth.
synth.
synth.
synth.
synth.
synth.
nat.
nat.
synth.
synth.
synth.
nat.
nat.
synth.
synth.
nat.
nat.
nat.
synth.

3
3
3

3
3

3

3
3

3
3

3
3
3
3
3
3

3
3
3
3
3

3
3
3
3
3
3
3
3
3
3
3

3
3
3
3
3
3

3
3
3
3
3
3
3
3
3

3
3

3

#Frames Resolution
4
8
194
408 473
1 064
∼ 100 000
20
∼ 2 500 000
23
200
21 818
22 872
8 591
4 392
21 260
∼ 200 000
47
∼ 2 500 000
∼ 5 000 000
20 966
254 064
128 875
1 083
15 000
∼ 20 000
174 437
∼ 230 000
∼ 26 000
84 946

640×480
640×480
1242×375
640×480
1024×436
640×480
640×480
640×480
∼ 6MP
1242×375
512×384
960×540
960×540
960×540
1242×375
960×720
∼ 1MP
640×480
320×240
512×384
1920×1080
∼ 1MP
2560×1080
480×360
640×480
1762×800
“high res”
1024×768
960×540

Table 1: Real and synthetic datasets for optical flow and depth/disparity
estimation. This selection is ordered by date of publication. Many datasets focus
on specific settings or features, and there are now too many new datasets for
the “driving” scenario to list them all (nuScenes, Argoverse, Lyft L5, A*3D. . . ).
Bold datasets were created by us and are discussed in this thesis. “HD1K”
is listed in 2018 as part of the “2018 Robust Vision Challenge”; the original
publication (Kondermann et al, 2016) also contains depth ground-truth. Data
releases that published 3D models instead of pre-rendered images are not shown
here (Song et al, 2017; Straub et al, 2019).
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2.5.1 “FlyingChairs”
For the FlyingChairs dataset, Dosovitskiy et al (2015) pasted 2D objects onto 2D
backgrounds to produce optical flow ground-truth with controlled statistics. As
this dataset directly motivated and influenced the work reported in this thesis,
we shall take a closer look at it here and discuss its benefits and shortcomings.
FlyingChairs was motivated by a lack of training data suited for deep neural
networks. “Sintel”, the largest existing dataset, contained just over 1000 samples—
not enough for the more powerful network architectures with more parameters
developed at that time, especially since this dataset is divided into only a handful
of visually distinct scenes. Figure 30 illustrates how a sample of FlyingChairs
is constructed: the background is a flat 2D image, sampled from a collection
of random real-world photographs downloaded from the image hosting website
Flickr12 . Foreground objects—2D renderings of chairs by Aubry et al (2014)—are
pasted onto this background. The background and all objects are randomly
distributed and individually randomly scaled and rotated. To generate pixel
motion, the background and all objects are independently subjected to random
affine transformations between rendering of the first and second image of each
sample. As alpha masks and pasting order are known for all foreground objects,
the motion for each pixel can be directly computed from the affine transformation
of the object that is visible in that pixel. There is no blending between objects,
so each pixel has a unique motion candidate. A data example from FlyingChairs
is given in Figure 31. The authors designed distributions for all transformation
parameters so that the resulting dataset’s motion-magnitude histogram would
approximate that of the Sintel dataset’s training subset (the test subset of Sintel
was, and still is at the time of writing, the dominant benchmark for all-purpose
optical flow estimation).
FlyingChairs is visually diverse and abstract, meaning it is not specific to
any particular setting or task. Weighing in at 22 872 samples, it dwarfed all
existing comparable datasets when it was released, and Dosovitskiy et al (2015)
successfully trained their general-purpose FlowNet network on it.

12

https://www.flickr.com
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First frame

Second frame

Ground-truth

Figure 31: FlyingChairs is a 2D dataset for optical flow, rendered by composing pre-rendered images of chairs onto backgrounds textured with random
real-world photographs (Dosovitskiy et al, 2015). The dataset’s breaking novelty
was its huge size.
While successful in what it was designed for, the FlyingChairs dataset is also
limited in some fundamental ways:
• Affine 2D motions do not cover all pixel motion modes of real 3D scenes,
e.g. complex self-occlusions.
• The 2D construction from fixed sub-images means there are no dynamic
lighting effects, so (barring augmentation) the brightness-constancy assumption is always fulfilled.
To be able to also take on tasks with an intrinsic 3D element such as stereodisparity estimation, we transferred the successful “randomized data” concept
into 3D.

2.5.2 Rendering Data Using Blender
We used the open-source 3D suite Blender13 to build our rendering framework.
We forked off version 2.75b and worked on the “Blender Internal” (BI) rasterization engine (which has since been removed from Blender with version 2.80, in
favor of the newer “Cycles” and “Eevee” engines). While BI includes functionality
to render an optical flow map (which is used for postprocessing effects in Blender,
e.g. an efficient approximation of motion blur), we found that its outputs were not
precise enough to serve as training data, and that incorrect results were produced
13

https://www.blender.org
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for large triangles that extended off-screen. For this reason, and because we
wanted to render full scene flow data for which BI was not sufficiently equipped,
we added functionality to the BI source code. With our changes, when rendering
a frame, BI calculates and stores the previous-frame, current-frame, and
next-frame 3D positions of all scene vertices in camera-space coordinates14 .
Figure 39 visualizes these outputs for an animated scene example. These outputs
form a complete basis from which dense 3D position and motion ground-truth
can be derived for all visible pixels, via the schema shown in Figure 40. The
computational overhead over normal (data-less) BI rendering is small: the only
thing that Blender needs to do additionally is to retrieve the scene’s animation
data for adjacent frames.
All data is rendered using a virtual stereo camera with known baseline and the
field of view of a 35mm lens. We used an output resolution of 960 × 540 pixels
(one quarter of 1920 × 1080, the common definition of “HD” content).

2.5.3 “FlyingThings3D”
Scene Design
Similar to “FlyingChairs”, we made heavy use of randomization to build our
dataset. Figure 35 illustrates the steps of creating a single scene environment
as viewed by the virtual camera; ten frames are later rendered from each
scene. Our dataset is called “FlyingThings3D” as a straightforward extension of
FlyingChairs.

Worldbuilding
The basic frame for a FlyingThings3D scene consists
of a large ground plane and a hemispherical sky
dome. The ground is later textured with a random
sample from a collection of images downloaded from
the website Image*After15 . The sky dome is textured with a random Flickr
14

This only works for motions known in advance, so live dynamics such as physics simulations
must be pre-computed and “baked” into the scene.
15
http://www.imageafter.com/textures.php
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Chairs

Lamps

Cars

Figure 32: ShapeNet is a database of 3D models of everyday objects which
we used for our datasets. We used roughly 36 000 of those models.

Figure 33: Textures used in our data include randomly generated data, real
urban and landscape photographs, and photographs taken for the express purpose
of being used as textures.
sample (under non-commercial public license). This background setup ensures
that valid data is generated for every image pixel.

Background objects
To give each scene a salient 3D structure, 200 simple
geometric primitives (cuboids and elliptic cylinders)
are distributed around the origin point. Each of
these objects is randomly rotated and scaled; the
distribution limits for the scale are linearly dependent on the object’s distance from the scene origin.
This effectively creates a staggered “skyline” of objects, with large background
structures towering behind smaller middle-ground things. The benefit of this
strategy is that the camera can stick close to the ground plane and still see a lot of
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3D structure in the background. Were all background objects scaled similarly, the
camera would only see close objects and thus little structure; the straightforward
amendment for this would be to place the camera higher in the scene (above
“building level”), but this would require far more background objects to fill the
scene, making the entire process (and especially rendering) much slower. The
simple geometry of this background scenario accelerates rendering, compared to
using the more geometrically complex ShapeNet objects (see next step).
Each background object is randomly textured with either an Image*After sample
or an image generated using ImageMagick’s16 “plasma” setting (see Section 4.2.2
for examples).

Foreground objects
Geometric primitives provide suitable scene structure, but they do not offer nearly enough appearance variation to be visually interesting. For the
“focus” of the scene, i.e. the foreground objects, we
used 35 897 objects from the “ShapeNet” database17
(Savva et al, 2015; Chang et al, 2015). Some example objects are shown in Figure 32. Of these, the 3 044 models from the
categories bookshelves, cameras, guitars, headphones, knives, motorcycles, pianos
and pots were selected for the test set data. The remaining 32 853 models from
the categories airplanes, benches, cars, chairs, lamps, ships and tables were used
for the training data. Each scene is filled with a randomized number (uniformly
sampled from [5, 20]) of these geometrically and visually complex objects. Some
of these objects have their own textures, most others have colored materials,
and some objects are not colored at all. We randomly (50% probability) paste
randomly sampled textures onto each object. The textures are taken from all
three collections used above (Flickr, Image*After and ImageMagick), and once
a collection is chosen for an object, every material of this object receives a
separately sampled texture (Figure 33 shows examples from the texture categories). This induces more variety in the data and reduces the usefulness of
texture-recognition shortcuts which deep neural networks tend to learn (Geirhos
16
17

https://www.imagemagick.org/script/index.php
https://www.shapenet.org
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et al, 2019).
Some of the object models contain surfaces with transparency effects, e.g. car
windows. Dealing with multi-layer data is not a well explored field and virtually
nobody would have been able to make use of it. Additionally, no established
evaluation data contains ground-truth for such effects, so it seemed unnecessary
to train for it at that point in time. Therefore, all rendered materials were set
to full opacity (i.e. “tinted windows”).

Lighting
We use a single directional light source (a “sun”)
with randomized-but-downward-pointing rotation.
To brighten up the scene, we add environment lighting, and also enable ambient occlusion shading.
Both settings approximate the effects of global illumination. As BI is a rasterization engine and not
a true raytracer, global illumination is not built-in and has to be simulated.
More realistic results could have been achieved using environmental maps for
lighting, but we were unable to find a satisfactory collection of HDRI files when
we designed the dataset generator.

Animation
Figure 34 shows the animation setup for a scene. For scene dynamics, first
the camera’s location is animated as a straight line connecting two randomly
sampled 3D locations (subject to few restrictions, most notably height above
ground). The viewing direction is then animated by constraining the camera to
point at an invisible object whose location is animated in the same manner as the
camera (with independent parameters). This emulates real-world camera motion
better than just directly randomizing the camera object’s rotation, and gives
better control over which part of the scene the camera is observing. The latter
is important for foreground object animation: these objects, too, are bound to
randomized linear 3D trajectories, and their rotations are interpolations between
two randomly sampled values as well. The objects’ trajectory endpoints are
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First frame

Last frame

Animation paths

Overlay

Figure 34: FlyingThings3D: foreground objects move along straight lines in
3D space and rotate randomly. The white cone in the lower right visualizes the
pose of the virtual camera.
subject to soft constraints to keep them close to where the camera is looking.
Similarly to the distribution of background objects (see above), this allows us
to have a lot of visual complexity without needing thousands of objects in the
scene to ensure that the camera is always looking at interesting things.
To avoid homogeneous motion distributions, all location and rotation interpolations use nonlinear easing functions (motions start off gently, then gradually
accelerate and slow down again before stopping). A single scene thus contains
data samples with smaller and larger displacements.
The skydome’s location is explicitly bound to always match the camera’s location,
i.e. the sky is moving along with the camera. As a consequence, the skydome never
has a motion parallax (which is otherwise induced by either camera movement
or the stereo camera’s baseline). This is a cheap way to render objects at
infinite distance while avoiding common problems with Z-buffers. The skydome
is sufficiently far away from all other scene objects so that this never leads to
clipping problems.
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Scene basis

Background objects

Foreground objects

Textures and lighting

Defocus blur

Motion blur

Figure 35: FlyingThings3D scene setup in Blender. The “textures/light”
image corresponds to our “clean pass” data; “final pass” images contain additional
blur effects with varying strength.
Unlike in FlyingChairs (Dosovitskiy et al, 2015), the animation parameters are
not sampled to generate a specific distribution of optical flow values: while
this is a relatively easy task in 2D, in 3D the camera and object motions and
positions all influence each other and pixel motion in complex ways. We just
chose parameters that looked good.

Postprocessing
For additional variety, we employed Blender’s built-in image postprocessing node
graph system, adding defocus blur (randomly parameterized by focal distance
and virtual aperture size) or motion blur (random shutter opening) to all images
of a scene. Figure 35 shows those blurs on an example scene. These effects
correspond to the “final pass” as is available for the “Sintel” dataset (Butler
et al, 2012). The images without postprocessing are the “clean pass”.

Data Split
In order to get a clean split into training and testing data, there was no overlap
in the objects or object categories for the ShapeNet 3D models (see Section 2.5.3
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above). Our textures were sampled from the same collections for both training
and testing, but each texture collection was itself split into disjoint parts for this
purpose. There was no difference in the scene setup hyperparameters (number
of objects, positions, animations etc.).
We used 21 818 stereo frames for our training set, and 4 248 for testing. The
number of actually rendered (and published) frames was a little higher, but for
our training purposes we filtered out samples with very large displacements (i.e.
especially hard data). The filtered data is publicly available as well.

2.5.4 Trade-Offs in Data Design
The design process for FlyingThings3D was an optimization problem. We had
to strike a balance between multiple mutually opposing goals, specifically
• realistic images,
• the data’s ability to generalize to other settings,
• efficient rendering and
• a large size of the resulting dataset.

Realism
The technical specification of “training data for optical flow” could have been
fulfilled far more easily: take a blank image, put some dots on and move them
randomly, done18 . However, there is a general agreement that if a deep learning
model should perform well in a given environment, then it should also be trained
on data from that same environment (in fact, performance transfer across the
training-testing gap is its own research area), and “random dots” is about as far
away from everyday images as possible. Matching the test setup is not always
possible, but we can try to simulate the target environment in order to acquire
data that approaches it as closely as possible. To teach our networks features
and priors that would be useful in the real world, we opted to create data using
real photographs and virtual objects modeled after real (or at least plausible)
18

Some older evaluation data works like this, see Figure 13 or Figure 15.
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Figure 36: Photorealism is entirely plausible with today’s open-source
modeling and rendering software. However, the process of creating and rendering takes a lot of time and expertise. Images by {@Yudit1999, @faelD,
@flimabotelho}/BlenderArtists
things. The entire dataset was based in 3D, partly because this naturally leads
to more realistic appearance than 2D content and partly because doing so made
some data modalities much easier to produce, e.g. stereo-camera imagery.

Generalization
Near-perfect realism could have been easily achieved by simply downloading an
artist’s meticulously crafted 3D model of some object and rendering it in great
detail (Figure 36 shows some photorealistic works rendered in Blender). This
would certainly have worked, but the resulting network would have overfitted,
learning to understand nothing but this very object or scene. Overfitting is
a typically undesirable outcome, especially when one is attempting to solve
a general, object-independent task. Consequently, we strove to maximize the
variety in our data by including thousands of different objects and textures.
In return, we accepted that not all object models were of the utmost quality.
We preferred objects modeled after real-world things over generating our own
randomized object geometries; firstly because the ShapeNet database readily
provided us with an abundance of models, and secondly because random geometry
is hard to do if one wants to get results that look feasibly like real objects.
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Resource Minimization
Video game developers and many of today’s movie studios attempt to create
characters and worlds that fool their audience into believing they are real, or
at least so realistic that no single flaw can be pointed out. Unsurprisingly, this
devours massive amounts of resources: high-profile productions take years and
hundreds of people to complete and cost more than the GDP of a small nation. We
could meet neither of these requirements, so some compromises had to be made.
Instead of employing artists or buying into curated asset collections, we used the
publicly available ShapeNet database to get our 3D object models (Chang et al,
2015), and for additional textures we used random photographs from the gallery
website Flickr, random images from the Image*After website specialized for
textures, and outputs of random-image generators of the ImageMagick software.
To reduce the requirements for time and computational resources, we limited the
number of objects to be rendered, as well as the render quality and the resolution
of the resulting images.

Data Maximization
In deep learning, “there is no data like more data”—it is seen as common
knowledge that if there is an opportunity to get and use more data, then it
should be grasped. We topped out our training data at 21 818 stereo image pairs,
far beyond any comparable dataset available at that time. While there was no
technical reason not to produce significantly more data, this would have made
the data handling itself cumbersome.
One way around this could be to generate the data online, i.e. at training time.
We used this approach in our experiments in Chapter 4, but it would have been
computationally prohibitively expensive to use it with fully rendered 3D data.
Figure 37 shows a gallery of examples from the FlyingThings3D dataset.
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2.5.5 “Monkaa”
In addition to our randomly generated data, we also
produced a “sibling” of the Sintel dataset: we used
content from the open-source movie “Monkaa”19
and rendered several existing scenes as well as new
scenes which we created manually from movie assets. Monkaa is much less diverse, but (like Sintel)
contains cinematic camera motion and articulated
object animation (unlike FlyingThings3D where every object is rigid). We
rendered 8 591 frames from the movie, without an explicit split into training
and testing subsets. Unfortunately, our experiments showed that the Monkaa
data did not perform better than FlyingThings3D on any setting, so we do not
consider this dataset further in this work.

2.5.6 “Driving”
FlyingThings3D is very domain-agnostic, and while
Monkaa is a dataset with a quite specific domain,
it does not correspond to any real-world scenario.
To test whether we could make training data to help in real applications, we
manually designed an urban-like scene in the style of KITTI (Geiger et al, 2012),
with moving cars and a car-mounted camera. Random simple geometric objects
were inserted as surrogate buildings. Complex tree models from 3D Warehouse20
were used to provide a more salient 3D structure. Together with car models
from the ShapeNet database, they give the scene a believable sense of scale. The
image insert in this paragraph shows an aerial view of a part of the scene setup.
Figure 38 shows examples from the actual dataset and compares them to samples
from KITTI 2015 (Menze and Geiger, 2015). As discussed earlier, this hands-on
approach to data does not scale well.

19
20

https://store.blender.org/product/monkaa-open-movie/
https://3dwarehouse.sketchup.com/
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2.6 Limitations
As discussed above, our dataset design (and FlyingThings3D in particular) is a
compromise between multiple competing goals. There is a multitude of potential
enhancements and improvements, some of which we could not tackle due to
constrained resources, some we chose not to explore because they would have
gone beyond our intended use case, and others were left out because it was not
even clear how the resulting data could have been used. A non-exhaustive list
includes:
• Physically correct behavior: in FlyingThings3D, objects can intersect each
other. This could be solved by simulating rigid body physics, but in our
framework this would have significantly slowed down data generation and
it would have made controlling object motion statistics harder. We also
saw no sufficient benefit in including this level of realism as it would not
have changed the appearance features of any object.
• Non-opaque surfaces: the only pixels in our dataset which do not belong
to a single object are those where anti-aliasing blurs an object boundary.
Transparent glass or translucent surfaces would have been easy to render,
but this would have needed a novel approach to ground-truth because
multiple correct annotations could have existed for every pixel. There is
still no convention on how to even structure such data.
• Complex lighting effects: light reflections, flares, and glare are naturalistic
effects which occur in real data, even in curated datasets such as KITTI.
We did not include any such effects; they would have made the learning
problem much harder, and they depend on individual cameras and lenses
which makes it difficult to design a general mode for them.
• Appearance changes: what is the true optical flow when a traffic light
switches from red to green, or when a car’s tail lights turn on? Our
data contains “gentle” versions of these effects as shading changes due to
changing light-surface orientation, but no sudden color changes.
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2.7 Summary
In this chapter, we motivated and described the creation of synthetic datasets
with ground-truth annotations for various visual tasks, e.g. disparity, optical
flow, or instance segmentation. We discussed advantages and disadvantages of
both natural and synthetic data, and how large amounts of data can be created
if semantics can be ignored (which enables various degrees of randomization).
Every aspect of our approach uses publicly available software or assets, and our
datasets are freely downloadable as well.
In the next chapter, we will describe how we used our datasets to train deep
neural networks for optical flow and disparity estimation.
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Figure 37: Example scenes from our “FlyingThings3D” dataset. First and
second row: RGB images, third row: optical flow, fourth row: disparity,
fifth row: disparity change. Figure from Mayer et al (2016). © 2016 IEEE.
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KITTI 2015

“Driving”

Figure 38: “Driving”: Example frames from the 2015 version of the KITTI
benchmark suite (Menze and Geiger, 2015) and our “Driving” dataset (see
Section 2.5.6). Both show many static and moving cars from various realistic
viewpoints, thin objects, complex shadows, textured ground, and challenging
specular reflections. Figure adapted from Mayer et al (2016). © 2016 IEEE.
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Frame t−1

z

Frame t

Frame t+1
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3DPost−1

3DPost

3DPost+1

Past

Now

Future
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Z

Figure 39: Intermediate render data for a frame t: The X/Y/Z channels encode
the 3D positions (relative to the camera) of all visible points at frame t (center
column) and what their respective 3D positions were/will be in the previous/next
frame (left/right columns). The 3D positions of the previous and next frame are
stored at the same image locations as in frame t. All scene flow data can be
derived from this information: the car’s X channel gets darker as the car moves
to the right; the constant Y channel indicates no vertical motion in the scene; as
the camera moves forward, the trees’ Z channel darkens. Visible quantization
bands are an artifact of visualization. Figure adapted from Mayer et al (2016).
© 2016 IEEE.
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OUTPUTS
Final pass

Blender

Object segmentation
Clean pass (raw)
3DPost−1

3DPost

3DPost+1

Material segmentation
Clean pass

RGB to sRGB

Extract
Z channel
Project to pixel space:
Pixi := K · 3DPosi

Pixt−1

Pixt

Pixt+1

Deptht−1

Deptht

Deptht+1

Depth to disparity:
Dispi := (Depthi · b) · f −1
Disparity

Pixelwise
Pixt−1 − Pixt
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Disp. change into future
Disp. change into past
Optical flow into future
Optical flow into past

Figure 40: Figure from Mayer et al (2018).
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More Input. More Input.
—Johnny 5, Short Circuit, 1986

In Chapter 2 we described how we created our synthetic datasets. Now we turn
to how they were, and still are, used to train neural networks. This chapter uses
content that was adapted from Mayer et al (2016) and Ilg et al (2017).

3.1 DispNet
3.1.1 Disparity Estimation
Disparity is a special case of optical flow: it describes the apparent motion of
static 3D points seen by two (pinhole) cameras. The epipolar geometry constraint
shown in Figure 41 guarantees that a point seen in one camera’s view projects
onto a line in the other camera. In a calibrated setup, this line is known. For
the disparity task, we assume a side-by-side (“stereo”) camera configuration.
This geometric constraint greatly restricts the search space when looking for
point correspondences between the two camera images. In optical flow, a point’s
pixel motion is unconstrained, leading to a 2D search problem. In disparity,
where the fundamental assumption is a static scene, this is reduced to a much
simpler 1D problem.
Disparity estimation is a problem of practical importance: a pixel’s disparity
value in a calibrated stereo camera is directly related to its depth via
depth [m] =

focal length [px] · baseline [m]
disparity [px]
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General configuration

“Stereo” camera

Figure 41: The epipolar geometry of two pinhole cameras constrains the
relationship of 3D points visible in both cameras’ images. Varying a point’s 3D
position along its projection ray into one camera leads to pixel motion along
a line in the other camera. In a side-by-side configuration (or when rectified
accordingly), a point projects into the same scan-line in both camera views. The
gray triangle symbolizes the epipolar plane on which the 3D point, its projections,
and both camera centers are co-planar.
where the focal length (commonly, the “zoom”) is an attribute of each camera
on its own (but assumed to be the same for both), and the baseline is the metric
distance between the cameras’ projection centers. For example, a disparity
measurement of 15 pixels in a stereo camera setup with a baseline of 10 cm and
a focal length of 1050 pixels translates into a depth value of
1050px · 0.1m
= 7m.
15px
While a camera’s focal length is often given only in a metric form, this can be
converted to pixel units using the camera sensor’s size and resolution:
focal length [px] =

horizontal resolution [px] · focal length [m]
sensor width [m]

It is commonly assumed that a sensor’s pixels are quadratic and that the focal
length of the lens is isotropic1 , so computing only a horizontal or a vertical value
is sufficient.
Consequently, a stereo camera can replace dedicated depth sensors for the task
of 3D scene reconstruction. Cameras are generally cheaper, lighter, and more
readily available than e.g. lidar systems and do not require manipulating the
scene the way lidar and structured-light projectors do.
1

Most everyday cameras conform to these assumptions, but some special setups like anamorphic
lenses for cinematography do not.
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d1

d2

Left camera view

Right camera view

Figure 42: Disparity describes the magnitude of the apparent motion of a
3D point projected into the two views of a stereo camera. A foreground point
(closer to the camera) produces a larger disparity d1 along its epipolar line than
a background point (d2 ). This sample uses a side-by-side stereo setup as shown
in Figure 41.
As a problem of practical relevance, disparity estimation has been tackled by
many people and works. Scharstein and Szeliski (2002) and Hamzah and Ibrahim
(2016) give an extensive overview over existing methods prior to our DispNet’s
release in Mayer et al (2016). Here we will not go into details about related
work on stereo-disparity, but we will mention that before our datasets were
available, deep learning for this application had been held back by the same
problem that prevented other works from training a flow network before FlowNet
by Dosovitskiy et al (2015): a complete lack of large-scale training data.

3.1.2 Network Architecture
We used our FlyingThings3D dataset to train a deep neural network for stereodisparity estimation: DispNet, a U-Net-like encoder-decoder architecture with
skip connections (Ronneberger et al, 2015). The architecture is visualized in
Figures 43 and 45, and detailed in Table 2.
Similarly to FlowNet for optical flow (Dosovitskiy et al, 2015), DispNet was
the first neural network able to process stereo camera images as a complete
unit, and to predict a dense disparity map in a single inference step. Prior and
concurrent works (e.g. Zbontar and LeCun (2016), Luo et al (2016)) worked
on small image patches and formulated the networks to compute matching
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Figure 43: DispNet architecture, encoder part (rest in Figure 45). Details
are given in Table 2.

Figure 44: DispNetC architecture with 1D-correlation layer, encoder part
(the decoder is the same as in DispNet, see Figure 45). Details are given in
Table 3.
scores between patches; the matching scores for an entire image pair were then
consolidated into full disparity maps in a postprocessing step, much like the
final cost resolution in Semi-Global Matching (Hirschmüller, 2005). One main
reason for these works’ limitation to small image patches was a complete lack of
training datasets. The largest available dataset with reliable groundtruth at that
time, “Sintel” by Butler et al (2012), provided little more than 1000 training
samples with very high quality but limited visual variety.
With our “FlyingThings3D” dataset, we were able to immediately train DispNet,
a significantly more powerful neural network. Instead of relying on the network to
provide only matching scores between patches, and then recombining those into
a final result in a separate step, DispNet directly produces a finalized disparity
map “end-to-end”, without any need for postprocessing.

60

3.1 DispNet

Figure 45: DispNet decoder. This figure shows the network as published
in Mayer et al (2016). More recent versions of DispNet produce full-resolution
outputs by chaining one more upsampling stage. Details are given in Table 2.

No extra convolutions

With extra convolutions

Figure 46: Additional convolutional layers in the DispNet’s decoder stage
help reduce artifacts in the output.
The architecture of DispNet is a straightforward extension of FlowNet (Dosovitskiy et al, 2015), with only two structural differences:
• The correlation layer in DispNetC (adapted from the FlowNet-C network)
computes the scalar product between a feature vector from the first image
and a 2D region of feature vectors in the second image, spread around
the location of the first image’s reference feature. The 2D search extent is
necessary because optical flow is an unconstrained problem—in theory, any
point in the first image can move to any position. Ideally the entire second
image would be processed in the correlation layer, but this is usually too
computationally expensive, so the search range is limited by design. The
DispNet is designed to process rectified stereo images—this means that
correspondences are guaranteed to be found along the horizontal 1D line
going through the reference feature of the first image. This restriction in the
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search space allows us to spend more computational power on processing a
larger search region, so the DispNetC’s 1D correlation layer does exactly
this. The correlation layer’s search range was limited to 40 steps in either
horizontal direction which corresponds to a receptive field of ±160 pixels
in the input images. The DispNetC encoder is illustrated in Figure 44, and
described in Table 3. Fischer (2016) gives a detailed explanation of the
correlation layer. In properly rectified stereo images, the correspondence
in the right image can also never be located to the right of the reference
point2 : the correlation layer thus can be further restricted to only search
for correspondences to the left. This was used in subsequent versions of
the DispNetC.
• We inserted additional convolutional layers in between the “upsampling convolution” blocks of the network’s decoder section. This was
motivated by visible block artifacts in the high-resolution outputs of a network without this modification. With the extra convolutions, the network
can produce outputs with significantly reduced visible artifacts. Figure 46
highlights the difference in an example.
A detailed description of the DispNet architecture is available in Fischer (2016).

3.1.3 Data Augmentation
While our data generation framework theoretically allows for infinite data, the
variation induced by randomized objects, textures, and motions does not cover
all degrees of freedom expected from real-world images (for example, noise). To
train networks that are robust against common imaging effects and defects, we
adopted FlowNet’s augmentation scheme. This augmentation randomly varies
both color and geometry of a data sample (exaggerated examples are shown in
Figures 47 and 48). Here, a “sample” is one stereo image pair plus groundtruth
annotation for the left image. The following lists are adapted from Fischer (2016)
where more experiments about data augmentation can be found. Unless noted
otherwise, all parameters are sampled from continuous uniform distributions.
The color-augmentation distributions are designed for images with pixel values
in the range [0, 1].
2

This would represent a point behind the camera.
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Original

Contrast ↓

Contrast ↑

Brightness ↓

Brightness ↑

Red channel ↑

Figure 47: Color augmentations change the appearance of input images,
but not the groundtruth of the task. These examples exaggerate the extent of
augmentation used in our experiments.
• Augmentations to the whole sample:
– Zooming/scaling with a factor from the range [0.82, 1.82].
– Translation by ±40% of the image size.
– In-plane rotation by ±23◦ around the image center.
– “Squeezing” by horizontal scaling with a factor in [0.74, 1.35] and
vertical scaling by the inverse of this factor.
– Color-space transformation by applying small multiplicative, additive,
and exponential changes to each of three “chromatic eigenvectors”
which are constant for the dataset.
– Pixelwise Gaussian color noise with a standard deviation from [0, 0.06]
(constant for each image).
• Additional augmentations to only the second image of a sample:
– Zooming/scaling with a factor from the range [0.97, 1.03].
– Translation by ±3% of the image size.
– In-plane rotation by ±1.7◦ around the image center.
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Original

Translation

Rotation

Zoom ↑

Zoom ↓

Squeeze

Figure 48: Geometric augmentations change the structure of the task,
and the groundtruth must be augmented accordingly. This figure includes
augmentations that were not usable or otherwise omitted in our disparityestimation experiments.
– “Gamma” change by raising all pixels to a power value in [0.98, 1.02].
– Additive brightness change by ±0.02.
– Contrast change by reassigning each pixel color value (three per pixel
in RGB) c as c := 0.5 + (c − 0.5) · α with α in [0.98, 1.02].
– Global tinting by multiplying each color channel (image-wide) independently with factors in [0.98, 1.02].
Note that this is the full set of augmentations for optical flow. As disparity is
a more constrained problem than optical flow, not all geometry augmentation
options can be used (illustrated in Figure 49):
• Rotation cannot be applied without destroying the epipolar constraint.
However, a convenient corner case exists: if both input images are rotated
by 180° and swapped, then this is a valid input pair. The output, if
unrotated by 180°, is a valid disparity map for the right input image
instead of for the left. This can be used e.g. for obtaining bidirectional
disparity maps to perform a left-right consistency check to produce
clean results at inference time (Fua, 1991), despite the DispNet only being
trained for left-view outputs.
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No augmentation 3

Zoom/crop (3)

General rotation 7

General translation 7

Figure 49: Geometric augmentations for disparity are restricted. While
for optical flow any resulting pixel motion is a valid task, stereo-disparity must
obey the rules of epipolar geometry. In addition, we want to keep scan-line
alignment, so many augmentation options (those that break the visualized
horizontal lines) are ruled out. Note that cropping is allowed if the same crop
(shown as red outline) is taken from both images. Leftward translation of the
right-view image would be permissible but is very restrictive.
• Translation is partially permissible: any vertical translation between the
two input images violates the epipolar constraint. Horizontally shifting
the right input image to the left is still valid—but a shift to the right can
lead to positive disparities which, while computable, are not physically
plausible. There is no reason to assume that the network could ever have
to deal with such data, and thus it makes little sense to train for it. We
did not use shifting augmentation.
• Cropping and zooming can be done as long as no invalid translation
is added to the resulting images (see previous item). We used cropping,
but the motivation was to get data samples of a fitting size (the network
structure requires image dimensions which are multiples of 64 pixels); the
augmentation characteristic was a beneficial side effect. Notably, there
may be no additional zooming augmentation between a sample’s images in
the disparity task.
• General warping is theoretically valid if constrained to valid translations
(see above), but this restriction is strong and not many degrees of freedom
remain. We did not use warping augmentation.

65

3 Synthetic Data in Use
Note that all listed augmentations are performed in 2D image space, and without
knowledge of the groundtruth data annotations. It would be possible to lift some
augmentation into 3D, e.g. to slightly change the perspective viewpoint of an
object, or to insert new content into the images at a certain depth such that
it is occluded by some existing objects. However, this does not align with the
initial motivation for augmentation which was to provide data modes that do
not already exist in the dataset.
It could still make sense in specific contexts, e.g. semantic augmentation in
street-view scenes by adding street signs that are correctly occluded by cars or
trees.

3.1.4 Training
The training details for DispNet are originally provided in Dosovitskiy et al
(2015), Mayer et al (2016), and Fischer (2016).
DispNet was implemented in the “Caffe” framework (Jia et al, 2014). We
used the “Adam” solver configured to the recommendations of Kingma and
Ba (2015), i.e. β1 = 0.9, β2 = 0.999. The network’s weights were regularized
using a weight-decay factor of 0.0004. The learning rate was set to λ = 0.0001
initially and halved at 400 000 iterations as well as every 200 000 iterations after
that (corresponding to “Slong ” in Figure 50). Training was stopped at 1 200 000
iterations. Each iteration processed a minibatch of 4 samples, each consisting
of two RGB images and a single one-channel disparity map, all of resolution
768 × 384. As mentioned above, we extracted random crops from the 960 × 540
dataset and treated this as one source of augmentation.

Data Compression
As the raw “FlyingThings3D” dataset weighs in at a hard to manage 2.5 terabytes,
we used lossy WebP3 compression (“95%” quality setting) on RGB images and
lossless LZO4 compression on all other data. Figure 51 compares WebP to
other image compressions. Both WebP and LZO are fast to decode, and while
3
4

https://en.wikipedia.org/wiki/WebP
http://www.oberhumer.com/opensource/lzo/
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Layer
name
conv1
conv2
conv3a
conv3b
conv4a
conv4b
conv5a
conv5b
conv6a
conv6b

Kernel Stride Channels
Input
Output Layers given as input
size
in/out resolution resolution
to this layer
7×7
5×5
5×5
3×3
3×3
3×3
3×3
3×3
3×3
3×3

2
2
2
1
2
1
2
1
2
1

6/64
768×384 384×192
64/128 384×192 192×96
128/256 192×96
96×48
256/256
96×48
96×48
256/512
96×48
48×24
512/512
48×24
48×24
512/512
48×24
24×12
512/512
24×12
24×12
512/1024 24×12
12×6
1024/1024 12×6
12×6

pr6 (loss6) 3×3

1

1024/1

upconv5
iconv5
pr5 (loss5)
upconv4
iconv4
pr4 (loss4)
upconv3
iconv3
pr3 (loss3)
upconv2
iconv2
pr2 (loss2)
upconv1
iconv1
pr1 (loss1)

2
1
1
2
1
1
2
1
1
2
1
1
2
1
1

1024/512
1025/512
512/1
512/256
769/256
256/1
256/128
385/128
128/1
128/64
193/64
64/1
64/32
97/32
32/1

4×4
3×3
3×3
4×4
3×3
3×3
4×4
3×3
3×3
4×4
3×3
3×3
4×4
3×3
3×3

imageL+imageR
conv1
conv2
conv3a
conv3b
conv4a
conv4b
conv5a
conv5b
conv6a

12×6

12×6

conv6b

12×6
24×12
24×12
24×12
48×24
48×24
48×24
96×48
96×48
96×48
192×96
192×96
192×96
384×192
384×192

24×12
24×12
24×12
48×24
48×24
48×24
96×48
96×48
96×48
192×96
192×96
192×96
384×192
384×192
384×192

conv6b
upconv5+pr6+conv5b
iconv5
iconv5
upconv4+pr5+conv4b
iconv4
iconv4
upconv3+pr4+conv3b
iconv3
iconv3
upconv2+pr3+conv2
iconv2
iconv2
upconv1+pr2+conv1
iconv1

Extension to full-resolution output:
upconv0
4×4
iconv0
3×3
pr0 (loss0) 3×3

2
1
1

32/16
20/16
16/1

384×192 768×384
iconv1
768×384 768×384 upconv0+pr1+imageL
768×384 768×384
iconv0

Table 2: DispNet architecture. The contracting part consists of convolutions conv1 to conv6b. In the expanding part, “upconvolutions” (upconvN ),
convolutions (iconvN, prN ) and prediction/loss layers are alternating. Features
from multiple layers combined with “+” are concatenated. The predicted disparity image is output by pr1. Note that this table shows the architecture that
produces outputs at half-resolution (as used in Mayer et al (2016)) as well as the
additional layers needed for full resolution. See Table 3 for the DispNet variant
with correlation layer. Table adapted from Mayer et al (2016).
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Layer
name

Kernel Stride Channels Input
Output Layers given as input
size
in/out resolution resolution
to this layer

[ conv1L
conv1R
conv2L
[ conv2R

7×7
7×7
5×5
5×5
corr
1×1
conv_redir 1×1
conv3a
5×5

2
2
2
2
1
1
2

3/64
3/64
64/128
64/128
128/81
128/64
145/256

768×384
768×384
384×192
384×192
192×96
192×96
192×96
..
.

384×192
384×192
192×96
192×96
192×96
192×96
96×48

3×3
3×3
4×4
3×3
3×3

1
1
2
1
1

193/64
64/1
64/32
97/32
32/1

192×96
192×96
192×96
384×192
384×192
..
.

192×96 upconv2+pr3+conv2L
192×96
iconv2
384×192
iconv2
384×192 upconv1+pr2+conv1L
384×192
iconv1

iconv2
pr2 (loss2)
upconv1
iconv1
pr1 (loss1)

imageL
imageR
conv1L
conv1R
conv2L, conv2R
conv2L
corr+conv_redir

Table 3: DispNetC (“DispNetCorr1D”) architecture with explicit feature
correlation. A bracket “[” across two rows indicates “siamese” operations with
shared weights. The “corr” correlation layer has 81 output channels because it
covers the integer displacements in the range [−40, 40] (this matches the network
used in Mayer et al (2016); later networks switched to the more efficient range
[−100, 0] in which case the correlation layer has 101 output channels, making for
165 input channels at the “conv3a” layer and an effective receptive field of 400
pixels). Features from multiple layers combined with “+” are concatenated. This
table only shows those parts of the architecture which differ from the “simple”
DispNet in Table 2.
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1.0
0.9
0.8
0.7
0.6
0.5
0.4
0.3
0.2
0.1
0.0

short
SSshort
long
SSlong
f ine
SSfine

100k
200k
300k
400k
500k
600k
700k
800k
900k
1M
1.1M
1.2M
1.3M
1.4M
1.5M
1.6M
1.7M

Learning Rate

×10−4

Iteration

Figure 50: Learning rate schedules. We used the Slong schedule for pretraining and Sfine for subsequent finetuning in this chapter. “5” denotes where
a schedule terminates. Figure from Mayer et al (2018).
WebP is lossy it generates virtually no perceptible artifacts and its files are much
smaller than truly lossless codecs such as PNG (we treat any existing artifact
degradation as opportunistic augmentation; real-world data is often compressed
on-camera anyway, if only to reduce the required downstream bandwidth). This
reduced the storage and data-transfer requirements so much that one central
server with fast random-access reading could easily provide all training data for
many simultaneously training networks on multiple machines.
Data modalities such as segmentation masks are typically stored as pixelwise
images, and images with constant regions compress gracefully even with lossless
methods. Unfortunately, raw optical flow and disparity maps tend to vary
smoothly and be nonconstant virtually everywhere, and we found no lossless
compression method with acceptable performance that reduced the size of a
disparity dataset by a useful degree. To minimize the storage footprint of our
training dataset, we adopted a quantization compression scheme for optical
flow and disparity data. Instead of storing full-precision four-byte floating point
numbers, we scale and then quantize this data to two-byte (“short”) integers:

69

3 Synthetic Data in Use

PNG (875 KB)

WebP @ 95% (98 KB)

JPG @ 75% (89 KB)

Figure 51: Image compression makes large datasets easier to handle. The
raw 1024 × 1024 image has a data size of 3 145 kilobytes. Lossless PNG reduces
this by 72%, but the resulting dataset is still big. WebP achieves a reduction by
97% which leads to orders of magnitude less storage and transport bandwidth
requirements, and degrades image quality only minimally. To match the file
size of WebP, JPG must be set to a lower output quality which produces strong
ringing and blocking artifacts. Figure best viewed electronically.
short compress(float original_value) {
return static_cast<short>(original_value * 32.0f);
}
float decompress(short compressed_value) {
return static_cast<float>(compressed_value) / 32.0f;
}

Doing so has two consequences:
• The smallest unit of our data is

1
32

= 0.03125 pixels, and any smaller

differences cannot be resolved. An accuracy of 0.03 was still beyond
anything we reasonably hoped to accomplish, so this loss of data was
lossless in practice5 . We much preferred this over using traditional
“lossy” compression methods—as demonstrated by JPG in Figure 51, image
compression is not as simple as interpolation or a loss of resolution; rather,
new artifacts are generated quite unpredictably. For training and evaluation
groundtruth, this seemed unacceptable.

5

15

The largest representable value is ±232−1 ≈ ±1024 which, too, was beyond our realistic goals.
Additionally, our 960 × 540 images can barely capture such a displacement in the worst case
(a pixel moving from one image corner to the opposite corner), so we deemed this reduction
in representative power uncritical.
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• Apart from immediately halving the raw data size, quantization aliases
previously continuous and varying pixel regions onto the same value. The
resulting piecewise constant data is a much better target for the lossless
LZO compression we used. A final compression ratio of over 90% on
non-image data was achieved using this approach (images fared even better
using WebP). Decompression was performed by reading data in multiple
CPU threads, and each thread inflating its data before handing it over
for training. Four threads produced data faster than any network could
handle during training.

Staggered Training
The DispNet decoder in Figure 45 and Table 2 shows multiple disparity outputs,
one after each upsampling stage. This was motivated by the intuition that,
instead of training the entire network end-to-end from scratch, it should be
easier for the network to first learn a low-resolution prediction in an effectively
shallower architecture. We did this in multiple stages and used staggered
training: initially, only the lowest-resolution output is trained. The rest of the
decoder does not need any computation and can thus be omitted which makes
initial training faster. After a certain training time, the next-higher-resolution
output is added to the network and trained while the low-resolution output’s
contribution to the overall loss is reduced. This proceeds until only the last,
highest-resolution loss is still being trained. All active outputs are trained on
the same endpoint error (EPE) as FlowNet.
Note that the decoder in Figure 45 only goes up to half-resolution output; this
was the version as trained for Mayer et al (2016), and the network’s final output
was bilinearly upsampled back to input resolution. Subsequent networks, also for
follow-up works (Ilg et al, 2018b; Kaljaca et al, 2019), added another upsampling
block and produced full-resolution outputs. This extension is listed in Table 2.
The outputs’ losses are weighted differently over time as listed in Table 4.
Staggered training helped against training difficulties as the gradients had to be
propagated through a less deep network. To the best of our knowledge, the final
performance of the trained network also improves slightly compared to direct
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Iteration
0
50 000
100 000
150 000
250 000
350 000
450 000
550 000

← Lower resolution
Loss 6 Loss 5 Loss 4
1.0
0.2
0.5
1.0
0.2
0.5
1.0
0.5
-

Loss 3
0.2
1.0
0.5
-

Higher resolution →
Loss 2 Loss 1 Loss 0
0.2
1.0
0.2
0.5
1.0
0.2
0.5
1.0
1.0

Table 4: Training loss schedule used for our networks with full-resolution
outputs: training starts off by only computing and evaluating low-resolution
outputs. Over time, the loss shifts its attention over to the high-resolution
output layers. This stabilizes early training by avoiding vanishing gradients, and
anything that does not need to be computed makes training faster. Figure from
Fischer (2016).
end-to-end training. Note that the iteration steps of this “loss schedule” do not
necessarily coincide with the learning-rate steps from Figure 50.

3.1.5 Experimental Results
At the time of submission of Mayer et al (2016), DispNet was the only neural
network capable of processing a complete stereo image pair in a single inference pass, and DispNetC as the best performing variant placed second on the
popular KITTI 2015 benchmark6 after finetuning on the KITTI 2015 training
set. The only more accurate method was “MC-CNN-acrt” by Zbontar and
LeCun (2016) which used a neural network only to compute matching scores
between small image patches before computing a final result after cost aggregation and consolidation in postprocessing. MC-CNN-acrt took 67 seconds to
process a KITTI sample while DispNetC did so in 0.06s—a 1000-fold speedup,
enabling near-realtime disparity estimation without a large gap in accuracy (see
Table 5).

6

http://www.cvlibs.net/datasets/kitti/eval_scene_flow.php?benchmark=
stereo
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Method
DispNet
DispNetC
DispNet-K
DispNetC-K
MC-CNN-acrt

KITTI 2012
train test
2.38
1.75
1.77
1.48
—

—
—
—
1.0†
0.9

KITTI 2015
Driving FlyingThings3D Monkaa
Sintel
train test(D1) clean
clean test
clean
clean train

Time

2.19
1.59
(0.77)
(0.68)
—

0.06s
0.06s
0.06s
0.06s
67s

—
—
—
4.34%
3.89%

15.62
16.12
19.67
20.40
—

2.02
1.68
7.14
7.46
—

5.99
5.78
14.09
14.93
—

5.38
5.66
21.29
21.88
—

Table 5: Disparity errors. All measures are endpoint errors, except for “D1”
which measures the ratio of pixels whose error exceeds both 3 pixels and 5% of
the groundtruth value. † This result is from a network finetuned on KITTI 2012’s
training data. Table adapted from Mayer et al (2016).
Datasets

Slong

Sfine

FlyingChairs
FlyingThings3D
Mixture
FlyingThings3D→FlyingChairs
FlyingChairs→FlyingThings3D

4.22
5.14
4.31
5.14
4.22

4.15
4.93
4.25
4.60
4.05

Table 6: Learning schedules. Results on Sintel train clean of training
FlowNet(S) on mixtures of FlyingChairs and FlyingThings3D with schedules
Slong and Sfine (see Figure 50). “Mixture” is a 1:1 mix of both entire datasets. One
can observe that only the sequential combination FlyingChairs→FlyingThings3D
gives significantly better results. Table from Mayer et al (2018).

3.2 FlowNet2
After the success of FlowNet and DispNet, Ilg et al (2017) used the FlowNet base
architecture to build a stacked network—a sequence of three complete copies of
FlowNet (one FlowNetC, two FlowNetS) in which the first stack element gets
the input images and produces a flow field, and the subsequent sub-networks
gradually refine the initial result. This was motivated by looking at classical
iterative methods (and trying to map this concept onto neural networks) as well
as by other recent works (Newell et al, 2016; Carreira et al, 2016; Romera-Paredes
and Torr, 2016). The stacked-FlowNets architecture was named FlowNet2.
FlowNet2 was trained using both FlyingChairs (Dosovitskiy et al, 2015) and our
FlyingThings3D dataset. It turned out that both datasets are necessary to achieve
the best performance. Table 6 lists how a FlowNet reacts to different training data:
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FlyingThings3D, while larger and of higher image quality than FlyingChairs,
actually trains a worse network. However, pretraining on FlyingChairs and then
finetuning on FlyingThings3D improves the score beyond that of either individual
dataset. This behavior is more pronounced with larger networks like FlowNet2
and indicates that while FlyingThings3D is a more powerful dataset, it is also
harder to learn and not the best choice for initial training. Our best results were
consistently achieved by pre-training on an easier dataset (FlyingChairs) and
then transitioning to the more complex FlyingThings3D. These data schedules
are further detailed in Ilg et al (2017).
Ilg et al (2018b) later transferred the FlowNet2 stacking concept back to DispNet and combined it with intermediate developments like the residual-DispNet
approach by Pang et al (2017). We use their stacked DispNet-CSS in Chapter 5.
The DispNet/FlowNet legacy lives on in works such as LiteFlowNet (Hui et al,
2018), AugmentedFlowNet (Makansi et al, 2018), FlowNetH (Ilg et al, 2018a),
and FlowNet3D (Liu et al, 2019).

3.3 Other Uses and Users
Our synthetic datasets have been adopted by the research community as a
standard training choice for optical flow and stereo-disparity estimation. The
datasets’ various annotation modes (camera trajectory, optical flow, disparity,
object segmentation, motion boundaries etc.) allow for a multitude of use cases
(among them some that we never envisioned), the dense high-precision data
means that no preprocessing or cleanup is needed, and the variety and nonspecific
nature of scenes and images (realistic, but not naturalistic) makes them suitable
for general network training without a risk of overfitting.
We have collected a non-exhaustive list of non-exhaustive lists of research works
which used our datasets, network architectures, or pretrained networks:
• Kendall et al (2017) used FlyingThings3D to train for disparity estimation,
as did Pang et al (2017), Gidaris and Komodakis (2017), Chang and Chen
(2018), Batsos and Mordohai (2018), Ilg et al (2018b), Yang et al (2019b),
Rao et al (2019), Du et al (2019), Sun et al (2019c), Tang et al (2019), You
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et al (2019), Song et al (2020), Gu et al (2019), Hu et al (2019), Zhang
et al (2019b), Saikia et al (2019), Zela et al (2020) . . . and many more.
• Wang et al (2019b) used our datasets to train for scene flow estimation, as
did Liu et al (2019) and Wu et al (2019).
• Seki and Pollefeys (2017) trained on our Driving dataset and used FlyingThings3D for evaluation of their stereo-reconstruction network. Dinh et al
(2019) evaluate on Driving.
• Hui et al (2018) trained for optical flow using FlyingThings3D, as did Ilg
et al (2018a), Yin et al (2019), Ren et al (2019b), Hofinger et al (2019),
Mehltretter (2020), Bar-Haim and Wolf (2020), Shariati et al (2020), and
more.
• Ranjan and Black (2017) used Driving and Monkaa for finetuning of their
optical flow network; Sun et al (2018) used FlyingThings3D for the same
purpose.
• Tokmakov et al (2017b) trained on FlyingThings3D to learn to segment
moving objects in videos; Tokmakov et al (2017a) extended this to distinguishing independently moving objects (i.e. objects whose motion is not
fully explained by camera motion in a supposedly static scene).
• Godard et al (2017) used depth/disparity estimation networks based on or
inspired by Dispnet, as did Zhou et al (2017), Rao et al (2019), Meng et al
(2019), Wang et al (2019a), Sun et al (2019a), Peng et al (2019), Fang et al
(2020), Patil et al (2020), and more.
• Mao et al (2017) directly used a DispNet trained on FlyingThings3D for
3D reconstruction, as did Xu and Chen (2018), Ou et al (2020) and Chen
et al (2020). One level of indirection further, other architectures trained
on our datasets (e.g. PSM-Net by Chang and Chen (2018)) were then used
by yet more researchers, e.g. Mittal et al (2019), Poggi et al (2020) etc.
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3.4 Summary
In this chapter, we used the datasets described in the previous chapter to train
powerful deep neural networks for low-level computer vision tasks. Both disparity
and optical flow are basically correspondence-finding problems, so a network
must learn (1) to generate dense meaningful feature representations for its input
images and (2) to compare such features to identify which location pairs represent
correct correspondence matches. Our datasets, while not naturalistic and not
modeled to emulate any setting of the real world, nevertheless contain sufficiently
realistic and varied images for our neural networks to directly transfer their
knowledge to natural data. They are large-scale proof that abstract synthetic
data is perfectly serviceable to train neural networks for real-world
tasks.
In the next chapter, we will take a step back from state-of-the-art results. We
will deconstruct a simple FlyingChairs-like dataset into its atomic components
and analyze how different data design choices can be motivated, and how they
affect neural networks.
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All data that exists is both reality and fantasy.
—Batou, Ghost in the Shell, 1995

In this chapter, we look at the individual elements that make up a simple
synthetic dataset for optical flow, and investigate the influence of each element.
We find that both increased realism and closer alignment between training and
testing data do often but not always lead to better results. We also observe that
intentionally damaging clean synthetic data to emulate the flaws of real imaging
systems can help. This chapter is an in-depth version of Mayer et al (2018).

4.1 Motivation

Microsoft Flight
Simulator 1.0 (1982)

Microsoft Flight
Simulator (2020)

Real photograph

Figure 52: Flight Simulators as entertainment software. The game from
1982 (left) can only render simple shapes and rudimentary textures to represent
the outside environment. Its 2020 successor (center) is a significant step up in
visual realism, resulting in a smaller visual domain gap to reality (right).
This makes knowledge transfer between the game and the real world easier.
Images from Wikimedia, Microsoft, @bryanangelo/Unsplash.com.
Consider Figure 52 which shows screenshots from two flight simulator games,
with almost 40 years of progress in hardware and software in between them.
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Both games model the same concept, yet they look wildly different, and this has
little to do with changes to aviation in the real world. The development in video
games goes steadily towards increased visual realism, with higher model polygon
count, higher texture resolutions, intricate lighting and weather effects, physics
simulations for accurate interaction with objects, and so on. More realistic
graphics do not necessarily make for a better game, but it is easier for a player
to map more realistic imagery onto their own real-world experience, to recognize
correlations, and to plan in-game actions. Simply put, a player has to perform
less domain transfer when playing a more realistic game.
For example, the flight simulator from 1982 shows no
shading or textures on the supposed airstrip which the
player is approaching, and apart from a stark color
boundary showing where the land ends and a body of
water begins, there are no other identifiable buildings,
vehicles or geographic features. This makes it hard to tell the plane’s distance
from the runway, or its height above ground. Before a player can even begin to
orient themselves visually in this game, they first have to learn how to see at
all—how to interpret the game’s world display and how to map it onto reality
such that the player’s own real-world knowledge can be transferred back into
the game. The visual domain gap to reality is so wide that not even a human’s
world understanding directly generalizes to the game graphics without additional
in-domain training. Conversely, we can hypothesize that a machine learning
algorithm which has only been trained on image data from this game will likely
not be able to properly generalize to images from reality.
In the screenshot from 2020, the situation is very different. Thanks to this game’s highly detailed graphics,
it is easy for a human to intuitively guess the position
of the plane relative to the ground and to other objects.
This works even if a player has never actually piloted a real plane, because their
general real-world experience with object sizes, perspective relationships, and
light and shadow is believably reproduced by the game. At least at first glance,
there is virtually no visual domain gap distinguishing the screenshot from a real
photograph taken while looking out of a real airplane (see Figure 52).
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Even a relatively simple dataset like FlyingChairs (Dosovitskiy et al, 2015) is the
result of a long string of human decisions on how to model the data, and while
some of these decisions can be explained by the creators themselves (e.g. “we
use chairs because they are a good proxy of general object shapes”), details are
often just eyeballed because there are no guidelines to which one could adhere
(e.g. modeling object rotation as a certain distribution with certain parameters).
Many design choices also happen unconsciously: there is no fundamental reason
why this dataset must have the resolution 512 × 384 instead of, say, 512 × 512.
Most real images (and computer screens) just happen to be wider than high
(512 × 384 has the aspect ratio 4 : 3, and FlyingThings3D’s 960 × 540 resolution
has 16 : 9—both are common in displays), and to a computer scientist, powers of
2 are an easy choice to make in any situation.
In the flight simulator examples, not all aspects of visual realism are equally
critical: a simulator which renders water but no boats is hardly any less visually
realistic, but if we leave out other aircraft then an important part of the target
domain is suddenly missing. For lower-level problems, these decisions become
less intuitive: should we expect an optical flow estimator trained on squares to
generalize to circles? The task is the same for both shapes, but a neural network
might overfit to specific features which are only present in the training data and
not in the test set.
Data, whether real or fake, is always a selective world model, but it is in
the nature of real-world data to include aspects of reality, simply because it is
recorded from that reality. With synthetic data, we have to make decisions on
which aspects to include or ignore. This gives us freedom, but it also takes away
a helping hand and requires us to think more about what to put into our data.
In this chapter, we investigate how some fundamental design choices of a
FlyingChairs-like 2D training dataset, such as object shapes and object motion classes, affect the performance of a neural network on the task of optical
flow estimation. We also look at some low-level properties of data from real
imaging pipelines, and how modeling those properties affects the data’s training
power.
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Related Work
There is a limited record of works that analyze dataset characteristics, particularly
on synthetic data.
Su et al (2015) train neural networks on object-viewpoint estimation and find that
more complex background textures train a better estimator. Movshovitz-Attias
et al (2016) similarly conclude that more realistic lighting in the virtual scenes
helps on the same task. Zhang et al (2017) report that complex lighting also
helps to learn semantic segmentation.
McCane et al (2001) use their synthetic-data framework to generate data with
varying complexity to evaluate the effect on optical flow estimation methods.
Zhang et al (2018) use a modern video game engine to produce stereo images
with realistic, difficult lighting effects. This data is then used to benchmark
disparity estimation.
The “Virtual KITTI” dataset by Gaidon et al (2016), improved by Cabon et al
(2020), somewhat covers the same territory by offering data from the same 3D
scene under multiple lighting conditions.
Tremblay et al (2018) looked at domain-randomization parameters and found
that more randomization options in their synthetic data improved the results of
a neural network for object detection.
Our experiments on matching synthetic data to existing real data share concepts
with Klein and Murray (2010); where they intended to make their images more
fit for human eyes, we target neural networks.

4.2 Data Generation
In this section, we rebuild a FlyingChairs-like dataset for optical flow estimation
from the ground up. We test how the individual conceptual parts that make up
the data influence its suitability as a training set.
For these experiments, we used a “FlowNet2-c” network as defined in Ilg et al
(2017), i.e. a FlowNetC (Dosovitskiy et al, 2015) in which each network layer’s
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number of output channels is reduced by 62.5%. This was determined as a
good trade-off between training speed and network capacity in Ilg et al (2017).
Each network was trained using the Sshort learning-rate schedule (see Chapter 3,
Figure 50) using these settings:
• 600 000 training iterations
• minibatches with 4 samples
• initial learning rate of 0.0001, halved at 300 000, 400 000 and 500 000
iterations
• “ADAM” solver configured to the recommendations of Kingma and Ba
(2015), i.e. β1 = 0.9, β2 = 0.999
• network-weight decay with factor 0.0004
• input resolution 448 × 320 pixels
• output resolution 1/4 of input resolution in both dimensions, bilinearly
upsampled back to input resolution
• no staggered training; instead all outputs were active at the same time
Loss
6
5
4
3
2
with the following weights: Resolution 1/64 1/32 1/16
Weight

0.32

0.08

0.02

1/8

1/4

0.01 0.005

4.2.1 Training Data
Almost every experiment in this section needed its own dataset. Rendering a 3D
dataset like FlyingThings3D would have been too costly in both computation and
storage space, especially since some experiments would require much more data
than the original FlyingThings3D ever had, and some of the data characteristics
we wanted to test are hard to control in a 3D scene with a moving camera. We
therefore designed an online data generator which produces FlyingChairs-like
optical flow data on demand and can be finely tuned via a plethora of parameters.
Figure 53 illustrates some settings used in our experiments. The generator has
been released as open-source code1 .
1

https://github.com/lmb-freiburg/optical-flow-2d-data-generation
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Test data
Training data

Sintel

Sintel (Butler et al, 2012)
FlyingChairs (Dosovitskiy et al, 2015)
FlyingThings3D
Monkaa
Driving

6.42
5.73
6.64
8.47
10.95

KITTI2015 FlyingChairs
18.13
16.23
18.31
16.17
11.09

5.49
3.32
5.21
7.08
9.88

Table 7: FlowNet trained on existing synthetic datasets. Sintel and
FlyingChairs were split into a training and a validation set. As expected, training
on the Driving dataset works best for KITTI. The Sintel dataset, although very
similar to its validation set, is too small to yield great performance. Surprisingly,
the FlyingChairs dataset yields consistently better numbers than the more
sophisticated FlyingThings3D and Monkaa datasets. This observation motivates
our investigation of what makes a good dataset.
Our data generator uses the same concept as FlyingChairs: we take a background
image and superimpose multiple independently moving objects on top. For best
comparability, we use the same set of Flickr background textures as FlyingChairs.
Instead of a fixed set of pre-rendered objects (like FlyingChairs’s chairs), our
data randomly generates object outlines and fills them with textures. The object
textures are taken from the same pool as the background images. Training and
testing data always use disjoint texture collections. Whenever random sampling
is involved, training and testing use the same distributions.

4.2.2 Experiments
The FlyingChairs dataset from Dosovitskiy et al (2015) generalizes surprisingly
well: as Table 7 lists, training on FlyingChairs trains a network that performs
better on the Sintel dataset than the same network trained on data from Sintel
itself (where testing is done on “Sintel”, we used a 908:133 samples trainingvalidation split of the official training set and tested on the validation part). The
table also shows that the more complex, more realistic FlyingThings3D dataset
(see Chapter 2) performs worse than FlyingChairs.
This is not an intuitive result: neither FlyingChairs nor FlyingThings3D cover
the domain of Sintel particularly well; FlyingChairs as a pure 2D dataset does
not even contain any 3D motion information; it is smaller than FlyingThings3D;
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Boxes

Polygons

Ellipses

With holes

Outlines

Needles

Figure 53: Object shapes. Distinct shape classes used in our “shapes and
motions” ablation experiment. Holes demand recognition and extrapolation of
background motion; outlines and needles can be tough to match due to their
thinness. Figure from Mayer et al (2018).
and in any case, as training data is available for Sintel, one might immediately
jump at that and not even consider using another dataset in the first place.
What, now, makes FlyingChairs so successful? Is it only its motion statistics,
which were tuned to match those of Sintel (Dosovitskiy et al, 2015)? Thankfully,
this dataset’s construction process is known, so we can decompose the synthesis
process and test the influence of its individual components. This is what
we do in the remainder of this section. Most figures and tables here are reused
from Mayer et al (2018).

Object shapes and motions
Dosovitskiy et al (2015) state that “chairs” were selected as object shapes because
they approximate the general outlines of real objects well: their silhouettes
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FlyingChairs

KITTI 2015 train

FlyingChairs

Deformations

3
3
3
3
3

Thin objects

3
3
3
3
3

Holes in objects

3
3
3
3
3

Scaling

3
3

Rotation

3

3
3
3
3

(3)
3

Sintel train clean

Polygons+Ellipses+Rotations
Polygons+Ellipses+Scaling
Polygons+Ellipses+Holes in objects
Polygons+Ellipses+Thin objects
Polygons+Ellipses+Deformations

Translation

Boxes
Polygons
Ellipses
Polygons+Ellipses

Polygons

Training data

Ellipses
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5.29
4.93
4.88
4.86

17.69
17.63
17.28
17.90

4.95
4.60
4.87
4.62
4.38
4.22
4.20
4.13
4.23

3
3
3
3

3
3
3

4.79 18.07
4.52 15.48
4.71 16.36
3
4.60 16.45
3 3 4.50 14.97

(3) (3) 3 3 3

3

3

3
3
3
3
3

4.67

16.23 (3.32)

Table 8: Object shape and motion. Each row corresponds to one training
set, containing certain object shapes and motion types. For reference, we also
show results for a FlowNet trained on the FlyingChairs dataset (Dosovitskiy
et al, 2015). The trained networks are tested on three benchmark datasets. Even
the simplest training dataset leads to surprisingly good results and adding more
complex shapes and motions yields further improvement. Nonrigid deformations
help on Sintel and KITTI, but not on the rigid FlyingChairs. On the other
hand, the chairs contain holes whereas training with holes in objects weakens
the results on Sintel and KITTI. Figure from Mayer et al (2018).
contain straight lines and curves, thin segments and protrusions, regularities
and irregularities, and often multiple holes with complex shapes. As no 3D
motions are available in FlyingChairs synthesis, the authors used affine 2D
transformations to induce motion.
To test how the shapes and motions of objects affect the result of training, we
designed a hierarchy of increasingly complex datasets. The simplest data consists
of only axis-aligned rectangles which can only move by whole-object translation,
while the most complex setting goes beyond FlyingChairs and includes not only
intricate shapes but also nonrigid distortions. Some shape variations are shown
in Figure 53. All motion archetypes which are also present in FlyingChairs
are parameterized with the same distributions in our data. We used the same
color-and-geometry augmentations as Dosovitskiy et al (2015), but the geometric
options were limited to not exceed the training data: e.g. if an experiment tested
data without rotations, then no rotation augmentation was used because this
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would have invalidated the entire setup.
We evaluated on the training sets of Sintel and KITTI 2015 and on the test set of
FlyingChairs. These three datasets are very different from each other in terms of
setting and characteristics, so we expected them to react differently to different
training data setups (assuming that object shapes and motions matter at all).

Results:

Table 8 lists our results. We make the following observations:

• Even our most basic dataset in which all objects are axis-aligned rectangles
and in which no motion except simple shifts is trained, still results in a
usable optical flow estimator.
• Adding polygonal shapes improves performance on Sintel and FlyingChairs
which is expected: both datasets contain straight-but-not-upright lines.
The KITTI dataset, however, does not profit at all. Considering the further
results below, it is likely that the object shape is not of first importance
here: rather, it is the limited motion mode that fails to perform well on
KITTI in which most motions are a combination of translation and scaling.
• Substituting round objects for the polygons performs as bad as boxes on
FlyingChairs, but better on Sintel. This is consistent with the Sintel data
containing more smooth shapes (among them humans and animals).
• Combining all object shape types does not lead to improvements over
the individually best shapes, so all shapes are still present in sufficient
quantities to get their full benefit.
• Adding rotational motion helps a lot on FlyingChairs which is expected
as that dataset also includes this as an explicit ingredient. There is no
significant change on Sintel however, and on KITTI the results are actually
worse—clearly, KITTI data contains no rotations and does not benefit
from being able to deal with them.
• Adding scaling motion, on the other hand, leads to a massive improvement
on KITTI. This is consistent with expectations: in KITTI, the camera is
almost always moving forward, so the entire scene (except for some cars
moving along with the camera-car) is naturally scaling most of the time.
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For Sintel, we assume that translations, rotations, and scaling together
yield helpful approximations to deal with 3D object motion.
• Permitting holes in objects was expected to improve numbers on FlyingChairs, but there is no significant change. Considering that scores
on Sintel and KITTI get worse instead, we assume that this extension
makes the dataset much harder to learn (the network now has to deal with
frequent cases of the aperture problem).
• Both Sintel and FlyingChairs contain thin structures, and adding them
to the dataset does reflect in better scores on both. KITTI’s street signs
and traffic lights might not represent a sufficient fraction of the dataset to
benefit from this.
• Finally, we allow complex elastic deformations in both the background and
in each object individually. Interestingly, this yields the best-performing
training data on both Sintel and KITTI. While Sintel does contain nonrigid
motion (mostly via articulated characters), KITTI certainly does not.
As in the case of added scaling motion above, we postulate that weakly
constrained deformations in objects emulate the complex motions induced
by rotating 3D objects as they appear in both of those datasets.
• Interestingly, we find that several of these datasets outperform FlyingChairs
on both Sintel and KITTI, despite using the same compositional approach,
the same background textures, and even the same motion distributions.
One possible reason could be that our data has higher-quality object
segmentations (FlyingChairs is limited by unclean object cutouts). However,
a network trained on FlyingChairs still fares (with quite some margin) the
best on FlyingChairs itself, so FlyingChairs might still be overfitting to its
own specific characteristic—chairs.
From a dataset designer’s perspective, these results are both welcome and
disappointing: on the one hand, it is clearly possible to incorporate knowledge
about target domains and their characteristics into the process of data synthesis,
even on a low level and disregarding all notion of semantics. On the other hand,
our results indicate that no single best dataset exists to train for general-purpose
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Texture type

Texture samples

Data samples

Plasma

Clouds

Flickr

Figure 54: Textures. Example texture images and training samples for the
textures ablation experiment. Plasma and Clouds are two types of procedurally
generated random textures, while Flickr corresponds to using random natural
images from the Flickr.com website. Figure from Mayer et al (2018).
optical flow. A more powerful network than the one we used, however, may
behave differently.

Textures
The shape-and-motion experiments above used the texture types shown in
Figure 53: real photographs of landscapes or urban environments, with no
specific subjects. However, while “textures from the real world” might be an
intuitive choice, it still represents a choice that can be questioned: what happens
if we use textures that do not contain anything recognizable from reality?
To test this, we compiled three candidate collections of textures as illustrated in
Figure 54:
• “Plasma” was created using ImageMagick’s2 built-in random-image generator of the same name. These textures are characterized by globally soft
color gradients, but locally hard segmentations into small irregular cells of
constant fill color.
2

https://imagemagick.org
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Training data Plasma

Testing data
Clouds Flickr

Sintel

Plasma
Clouds
Flickr

3.57
3.74
3.88

6.10
3.70
4.13

5.41
5.05
4.07

5.85
5.08
4.57

Sintel

7.19

6.73

8.18

(3.51)

Table 9: Object and background texture. We trained FlowNet with three
texture types illustrated in Figure 54 and tested on these datasets and on Sintel.
Flickr textures (i.e. real photographs) yield the best performance on Sintel.
However, all texture types (and Sintel’s own training set) cause overfitting.
Figure adapted from Mayer et al (2018).
• “Clouds” were made by generating random-noise images on multiple resolutions, rescaling them all to the largest size, and then adding them all on
top of each other. The results show rich structures on all frequencies, but
no discernible contours or regions of flat color. To the human eye, these
textures appear confusing and self-similar.
• “Flickr” is the same collection of real-world landscape and urban photographs that was used as background textures in FlyingChairs and FlyingThings3D.

Results:

Training and testing data were generated from disjoint texture sets

in each case. All networks were trained using the “Polygons+Ellipses+Thin
objects” shapes-and-motions setting from Table 8, because this setup is closest
to FlyingChairs. Table 9 summarizes our experimental results:
• Plasma-type textures make for the easiest data. All training sets perform
well, and Plasma itself has only a small domain advantage. However, this
texture type has the least generalization power. It performs particularly
bad on the pure-noise “Clouds” textures.
• Clouds and Flickr produce harder data; note how both training sets perform
worse on their respective test data than Plasma does on its own. The more
complex Flickr textures generalize better to Sintel which we attribute to
both its greater variation and the fact that it contains potentially useful
real-world feature types.
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Figure 55: Displacement statistics. The statistics of the displacement size of
the FlyingChairs dataset matches the statistics of the Sintel dataset fairly closely.
The FlyingThings3D dataset was not tuned to match any specific histogram
and contains relatively few small displacements. Its greater total count of pixels
makes its histogram curve appear smoother. The “2x/3x Sintel-like” datasets
intentionally exaggerate Sintel’s distribution. Figure adapted from Mayer et al
(2018).
• A baseline training on Sintel data illustrates why the existing Sintel data
is not a good training set for deep neural networks: even our low-capacity
FlowNet overfits.

Displacement Statistics
Classical methods for optical flow estimation show different “preferences” for
different flow magnitudes. Variational methods operate locally and are thus
predisposed to deal with only small motions (Horn and Schunck, 1981) unless
combined with multi-scale techniques. Large displacements typically require
different approaches, e.g. keypoint detection and combinatorial optimization as
done by Xu et al (2012). The capabilities of deep neural networks, however,
are not so clear-cut: they work both locally (via convolutions) and across large
distances (via the deeper layers’ receptive fields; and in the FlowNet’s case, also
via the hard-coded correlation layer).
As with object shapes or background textures, one can model a training dataset to
match certain flow statistics: if we know that only horizontal motion will ever be
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Test data
Training data

Sintel-like

2x Sintel-like

3x Sintel-like

Sintel

Sintel-like
2x Sintel-like
3x Sintel-like

4.17
5.04
5.91

11.25
11.68
12.73

21.84
20.82
21.70

4.60
4.99
5.75

FlyingThings3D

6.64

Table 10: Flow magnitude distributions. Results when training on data
with different motion statistics. The more the histogram differs from Sintel’s,
the worse a trained network performs on Sintel. “2x/3x Sintel-like” are the same
as in Fig. 55. Figure adapted from Mayer et al (2018).
encountered, there is no point in training on vertical displacements. Dosovitskiy
et al (2015) used this intuition with their FlyingChairs dataset, and designed it
to match the histogram of displacement magnitudes of the Sintel dataset. As one
of the conjectured reasons for the more realistic FlyingThings3D dataset’s low
performance on Sintel is its different histogram (see Figure 55), we probed the
space between these by generating datasets with two (“2x Sintel-like”) and three
times (“3x Sintel-like”) the motion magnitudes of Sintel by increasing motion
distribution parameters accordingly. The unchanged parameters of FlyingChairs
yield the “Sintel-like” base dataset.

Results:

Table 10 shows that an otherwise identical training dataset does

indeed perform worse on Sintel the more its flow magnitudes deviate from that
of the test data. However, we also observe that data with larger displacements
seems to be harder to learn in general, and that there is a trade-off between
matching a test set’s histogram and keeping the training data from becoming too
difficult: “3x Sintel-like” performs worse on its own test data than the (easier)
“2x Sintel-like”.
From a design point of view, it is unfortunate that designing training data to
be closer to the test data in an easily controlled aspect does not necessarily
translate into better performance. However, we will later see that the problem
of too difficult training data can be addressed via a scheduled progression of
multiple datasets.
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Shading

No shading

Figure 56: Shading gives structure to a 3D model where its surfaces are
untextured and therefore offer no features by themselves. It also helps understand
how the individual parts of an object are ordered in space.
Lighting
If we as humans see an object of uniform color, e.g. a white cube or a red snooker
ball, we are still able to visually infer the object’s shape. This is thanks to
shading and shadows: we typically have nonuniform light sources in the real
world, and a surface’s apparent color changes depending on how it is oriented
towards the light, and towards our eyes, and whether there are other surfaces
nearby off which light bounces onto the first surface to illuminate it. These
complex lighting effects help us understand what we are seeing by adding visibly
discernible features onto otherwise indistinguishable surfaces. Figure 56 shows
how much shape information and “3D-ness” is lost when an object with intricate
geometry is rendered without any shading: all surfaces of uniform color blend
into a single flat blob, and were it not for our prior knowledge about a tiger’s
shape, it would not be possible to infer it from the shadeless image. It also looks
far less realistic than the image with shading effects; a clear indicator that we as
humans are used to real objects displaying shading information.
The classical brightness-constancy or color-constancy assumption that drives
some optical flow estimators (also called photoconsistency) requires that a pixel

91

4 Data Characteristics

Dynamic lighting

Static shading

Shadeless rendering

Figure 57: Lighting Quality. Data samples and crops from our “lighting
realism” ablation experiment. We used three different rendering settings, each
on the same raw data. The background images are flat photographs, but the
chairs are 3D models. The crops in the lower row appear blurred only due to
upsampling for visualization. Figure adapted from Mayer et al (2018).
or pixel patch can be re-identified by its constant appearance alone. FlyingChairs
and our own 2D datasets in this chapter up to now fulfill this requirement: objects
shift, they turn and tumble, they might deform slightly, and sometimes a point
gets occluded by another object or because it moves outside the image—but a
dot’s absolute color value never changes. This constrains the matching problem
behind optical flow as learned feature representations need only be robust against
geometric distortions, and not against those of color.
In reality, this assumption only holds true in the absence of shading changes, i.e.
changes in luminance and color induced by the interplay of objects and light
sources. Only tightly controlled, unnatural environments such as light boxes
for product photography are completely free of dynamics in shading (although
the extent varies: an overcast day is less affected than one with bright sunlight).
Real light effects also include shadows which change the appearance of other
surfaces.
We now have two effects of natural lighting:
• Static shading effects enhance surfaces by adding visible features. Intu-
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itively, this should help an algorithm in inferring optical flow.
• Dynamic effects and shadows lead to color and brightness changes. This
induces variances to which robustness must be learned.
As both effects occur in the real world, we wanted to evaluate how they contribute to the training of a neural network for optical flow. We re-created the
FlyingChairs dataset in a 3D setting, i.e. with flat backgrounds but 3D object
models for the foreground chair objects, and used three different lighting setups
as illustrated in Figure 57. The chairs’ rotations were constrained to the viewing
axis of the camera, and the data was rendered using an orthographic camera
setup to avoid perspective effects (we were interested in lighting and shading,
not 3D information per se).
• Dynamic lighting includes a ray-traced directional light source (with
randomized orientation). This lets the foreground objects cast shadows
onto themselves and other objects. As an object rotates, these shadows
change, as do specular highlights on the object’s surfaces. Here, the network
must learn that the apparent motion of shadows and highlights should be
ignored and separated from the motion induced by the objects themselves
moving.
• Static shading uses an “environmental lighting” simulation, i.e. uniform
light from all directions and with no interaction between objects. While
there are no shadows, objects still display shading effects, e.g. darker spots
where two surfaces meet at acute angles or in narrow spots between some
parts of the object. As discussed above, these features do not change as
the object moves.
• Shadeless rendering, finally, is the omission of all light effects. Objects
still exhibit surface information, but only via their textures and contours;
uniformly colored surfaces are featureless.
We trained a network from scratch for each of these settings. Each is evaluated
on all three settings’ test sets (as in previous experiments, the training and
testing sets use disjoint asset collections), and additionally on data from Sintel.
Sintel is the only viable available test set; while it is synthetic, it includes very
realistic complex lighting effects, in excess of our “dynamic” setup.
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Test data
Training data shadeless
shadeless
static
dynamic

2.71
2.69
2.94

static

dynamic

Sintel

2.77
2.67
2.85

2.93
2.79
2.74

4.41
4.16
4.22

Table 11: Lighting. Comparison of the lighting models shown in Fig. 57. A
network trained on realistic dynamic lighting also expects realistic lighting in the
test data. A network trained on static lighting cannot exploit dynamic lighting
features, but performs best on Sintel whose realistic lighting setup generates
both “static” and “dynamic” effects. Figure adapted from Mayer et al (2018).
Results:

Table 11 indicates that all settings can teach reasonable features for

general optical flow.
• The “shadeless” data contains texture-matching and contour-matching
information, and this seems to be good enough in the general case. Nevertheless, this data performs worst on the complex Sintel images.
• “Static” shading data works much better on Sintel. Interestingly, it matches
the shadeless data on the latter’s test set—the network is apparently able
to transfer the former’s information onto the simpler setting; however, this
does not work the other way round, as the shadeless data’s worse score
on the static test set shows. This data also works on the more complex
dynamic lighting setting.
• Training with “dynamic” lighting effects does not lead to significant further
improvements; indeed, this data performs worse everywhere but on itself.
This indicates that the network overfits to relying on some information in
e.g. specular highlights.
As in the experiments on displacement histograms above, it is apparent that
there is a trade-off between including more realism and keeping one’s training
data easy to learn.
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Color changes

Flow changes

on both between on both between
frames
frames
frames
frames Sintel
3
3

3
3

3

3

3
3
3
3

3
3

7.66
6.30
6.12
5.25
5.33
5.11
4.60

Table 12: Data augmentation. The results show the effect on FlowNet
performance when different types of augmentation are applied to training data
(here we used “+Thin objects” from Table 8). The data can be augmented by
applying color and/or geometry changes. One can also choose (a) to only apply
the same changes to both input images, or (b) to additionally apply a second set
of incremental changes to the second image. Figure adapted from Mayer et al
(2018).
Data Augmentation
Augmentation is common when training neural networks. The idea behind it
is that by introducing small changes into the existing data, we can trick the
network into believing it to be new data.
When teaching the concept of mathematical addition to a young child, it is
insufficient to present it with the single equation 1 + 1 = 2. The child simply
overfits and learns this example by heart, without learning what addition means—
it will fail on a holdout testset containing e.g. 1 + 5 = 6. However, we can
augment our training sample by adding random increments i to the template
1+(1+i) = (2+i), and presenting the child with hundreds of “different” equation
instances; in essence, we do not change the task itself but add some variation to
how it appears. The child can now no longer learn the dataset by heart. Instead,
it has to look beyond the noise and understand the concept. This, however,
only works if the child fails to isolate the changes—if it can infer the generating
template behind its training data (i.e. if it is too smart for the augmentation we
chose), it can learn a shortcut and again succeed on all training tasks without
solving the actual problem.
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A neural network behaves similarly, as proven by the Sintel training set of roughly
1 000 samples not nearly being large and varied enough to avoid overfitting.
Networks finding unwanted shortcuts, sometimes by learning some commonality
in the training data by heart, is a common issue. Augmentation can help relieve
this, but it is typically done without much explanation or evaluation. In this
section, we evaluate the components of the augmentation we used in previous
works and experiments (see Section 3.1.3):
• Color augmentation: additive and multiplicative brightness changes,
contrast changes, Gaussian additive noise, and color rotations of the entire
image. Color augmentation encourages robustness to object appearance
changes and helps avoid overfitting to specific textures or colors. If color
augmentation is not done uniformly on both images of an optical flow data
sample, it further trains robustness to changing object appearance.
• Geometric augmentation: shifting, rotating, mirroring and shearing
the sample. This augmentation helps avoid overfitting to specific motions
(in optical flow), and can alleviate shortcomings if a dataset only contains
certain ranges or types of movement.
It is noteworthy that both types of augmentation are always applied uniformly
on an entire image. Selective augmentation of image parts or on object level are
not considered here because it would require knowledge about the content of a
data sample (e.g. replacing “car” objects with “cat” instances). The common
notion of “augmentation”, at least for low-level vision tasks, is that it is agnostic
to such higher-level concepts.
As listed in Table 12, we split these two types in our experiments, and we
additionally split the settings into whether both images of an optical flow sample
receive the exact same augmentation or whether one of the images additionally
gets a second, independently sampled augmentation.

Results:

Our results in Table 12 show not only that augmentation is a critical

component, but also that color and geometric augmentation are complementary.
The best results are achieved when all augmentations are applied both across a
sample and in between its two images.
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Figure 58: Amount of Training Data. ∞ indicates as many training
samples as training iterations (no training sample was ever used twice). This
figure complements the augmentation modes experiment in Table 12 and uses the
same training data setting. A FlowNet trained without data augmentation gets
much greater relative benefits from more training data, compared to augmented
training. However, even with infinite data, networks without augmentation
perform far worse. Figure adapted from Mayer et al (2018).
The notable exception is geometric augmentation within an already augmented
sample: introducing additional flow changes between the two images of a sample
does not improve results. This indicates that the network does not overfit to
e.g. objects moving in certain directions relative to their own orientation. This
is consistent with how the dataset was created—any sample produced by this
type of augmentation could also have come from the original data, so while
the data size is amplified, the data mode stays the same. Intra-sample color
augmentation, on the other hand, always creates new data that is not present in
the raw dataset.

Amount of Training Data
“More data” is one of the first points that come up when trying to improve
the performance of supervised training. In the previous section, we looked
at augmentation as a means of increasing the effective size of a dataset, but
an augmented sample is not the same as a new sample: augmentation cannot
introduce new object shapes, or texture features, or combinations of foreground
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and background. However, this intuition does not tell us anything about how
important the size of a raw dataset is versus how important augmentation is. Does
it saturate? Can we e.g. substitute half of our dataset by 300% augmentation on
the remaining half?
To evaluate this, we ran a series of experiments with varying amounts of data,
with and without augmentation. We started at 3 125 samples (roughly 30% more
data pixels than the Sintel training set) and continued doubling the amount
of data, up to 100 000 samples. A final run was done with infinite data (i.e.
600 000 samples given our set of hyper-parameters), representing the theoretical
maximum yield of this dataset. For the augmented runs, we always used the full
set of augmentations as resulted from the previous section3 .

Results:

Figure 58 plots our results.

• Unaugmented data, not surprisingly, profits from more samples. However, the benefits do not saturate before the “infinite data” run. In the
logarithmic sample space (each run with double the data of the previous
one), the error on the Sintel training set decreases almost linearly until a
hard stop is hit and the network is finally limited by its training time,
not its data. Considering that our network is less powerful than even the
original FlowNet from Dosovitskiy et al (2015), we found it surprising that
it is still limited by even 100 000 samples (which approaches the total pixel
data in the much larger FlyingThings3D dataset).
• Augmented data shows a completely different result: even the minimum
dataset size, when augmented, easily outperforms infinite unaugmented data, and adding more samples yields comparatively minuscule
improvements. This indicates that our data generation process (modeled
after FlyingChairs) is not adequately designed to cover the types of variety
from which the network can profit.
Data augmentation is often reduced to a side remark in research papers (“we
applied the usual augmentations”), but it clearly plays a front-and-center role at
least in low-level tasks.
3

The reader is invited to reflect on how the definition of “dataset” and the motivation behind
“augmentation” change when one of the principal restrictions—limited size—begins to waver.

98

4.3 Data Degradation
4.2.3 Summary
In this section, we isolated and investigated separable components of a 2D dataset
for optical flow.
While we consistently observed that bringing training data into closer
alignment with the expected test-case data helps, this can quickly lead
to the data becoming difficult to learn. Unless one is prepared to employ more
advanced schemes such as dataset scheduling during training, it may be wise to
take care that the data does not contain too complex and hard-to-match
effects.
It has also become clear that data augmentation is essential and can make
up for large deficiencies in the available data quantity.

4.3 Data Degradation
The previous section looked at what we can add to data to make it better suited
for training. This was based on the intuition that because a real camera observes
the real world, it should be best to try to accumulate and simulate all the aspects
of reality as well.
This argument, however, can be reversed: real cameras and the attached imaging
pipelines do not capture the world perfectly (this is obviously true due to cameras
recording a flat projection of a non-flat universe, and also due to temporal and
spatial discretization, but here we mean imperfection even within those limits).
Where our synthetic datasets have crisp, perfect color information in whatever
resolution and dynamic range and bandwidth we desire, truly in-the-wild real
data is often damaged by bad lighting conditions, lens quality, a camera’s color
filter array, lossy on-board compression, and so on. Just as we made the argument
that bringing our training data closer to the real world by adding representative
object shapes or motions (and concluded that this does indeed lead to better
results), we can now ask whether we should intentionally degrade our data
to match the flaws of real cameras and imaging systems.
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Direct rendering

Fault simulation

Closeups

Figure 59: The faults of real cameras make a superimposed virtual object
stand out. Subjecting the object rendering to a simulation of the real imaging
pipeline makes the object blend in realistically. While this sample is biased
by deliberately using a low-cost camera, this does not invalidate the practical
relevance of the concept. Images from Klein and Murray (2010). © 2010 IEEE.
We are not the first to argue along these lines. Our work is built on concepts
laid down by Klein and Murray (2010), who submitted rendered objects to a
simulated imaging pipeline in order to make them blend into real images more
easily (see Figure 59). Where they targeted human eyes, we here looked at a
computer as the data’s final consumer, and we target training data where others
such as Taylor et al (2007) aimed for simulated test cases.
While the methodology in this section might seem similar to augmentation
or robustness-focused training, we are actually doing the opposite thing and
allowing our networks to overfit to specific characteristics, at the expense of
generalization power.

4.3.1 Experiments
Instead of optical flow, we performed our experiments in this section on the task
of stereo disparity. We were working with real cameras here, so groundtruth for
comparison was not available in all cases, and to human eyes the disparity images
are easier to visualize and compare qualitatively than optical flow maps.
We designed and evaluated data degradations for two common data flaws: blur
due to image undistortion and low-quality lenses, and color artifacts induced by
simple demosaicking of Bayer color filter arrays.
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(a) Left-eye input

(b) Trained on (e)

(c) Trained on (f)

(d) Right-eye input

(e) Degraded data

(f) Original data

Figure 60: Lens distortion and blur in training data. A DispNet trained
on clean synthetic data (f) does not perform well out of the box on images from
a real camera; the input images from a Bumblebee stereo camera (a,d) show
significant radial blur after undistortion, as well as general blur. Adding these
degradation effects to the training data (e) to make it look more like the images
from this camera leads to significantly more detailed disparity estimates (b) than
without these effects (c), especially far away from the image center, where the
radial blur is the strongest. In this case, the network learns to deal with the
faults in the training data and can transfer this knowledge to the real images.
Figure adapted from Mayer et al (2018).
Lens Distortion and Blur
For this experiment we used a “Bumblebee2” stereo camera (FLIR, formerly
PointGrey). This camera houses two sensors with wide-angle lenses in a metal
package and offers a stable stereo calibration which makes it directly usable for
disparity estimation. We used a “DispNet” convolutional neural network for
this task (see Chapter 3). As DispNet needs rectified and undistorted input
images, the images are converted to conform to the pinhole-camera model. This
generates strong undistortion blur especially towards the edges and corners of
the images. This camera’s images further suffer from slight overall blurriness.
We applied a distortion-undistortion procedure (shown in Figure 61) to the FlyingThings3D dataset, i.e. we first mapped the (perfectly distortion-free pinhole)
images to match the viewing field of a wide-angle lens roughly equivalent to the
Bumblebee camera. The resulting intermediate image retains full resolution in
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Raw sample

→ Intermediate →

Blurred sample

——————— Patch from center ———————

————— Patch from lower left corner —————
Figure 61: Lens undistortion artifacts are simulated by distorting a raw
data sample and subsequently reverting the distortion. The intermediate step
loses data: pixel regions further away from the projection center are subject to
greater spatial compression. Consequently, the center patch (middle row) looks
almost identical while a patch from the lower left corner (bottom row) is strongly
blurred in radial direction.
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the projection center, but the spatial compression towards the edges leads to
a loss of data. When undistorting this image back to its original pinhole view,
these compressed regions are blurred by the same process that leads to blur in
the real camera’s data. DispNet was trained from scratch on this synthetic data
with defects.

Results:

There is no groundtruth and therefore no quantitative evaluation for

this camera, but Figure 60 illustrates that the network is able to learn from the
degraded data, and that this transfers well to the real images. The disparity
map appears cleaner even in the image center, but the real differences are found
towards the borders where undistortion blur has the greatest impact. Where the
DispNet trained on clean data blends is unable to separate foreground objects
from the background, blurry training data teaches that boundaries between
objects (and depth discontinuities in general) can be soft in the input images.
The network is even able to extrapolate plausible depth value for a branch and
leaves at the left image border, even though this branch is not completely seen
by the other stereo view.

Bayer-Array Demosaicking
Most cameras today use digital sensors. The typical sensors available to consumers can only directly sense light intensity, not color (hyperspectral cameras
are expensive specialty products). To get color vision, the usual approach is to
direct the incoming raw light through sheets of selective color filters. There are
different ways to design such a camera:
• Splitting the incoming light into color-specific beams using e.g. a trichroic
prism assembly. This design is bulky and expensive as it requires not only
the splitter but also multiple sensor chips, and much of the available light
is lost in traversal through the color filters and prisms. However, all colors
can be sensed in the same full spatial resolution.
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“Perfect” rendering

Closeup

Bayer-CFA simulation

Nearest-neighbor interp.

Linear interpolation

Edge-aware interpolation

Figure 62: Bayer Color Filter Array. Simulation and demosaicking of a
Bayer-sensor image. Note the colorful hallucinations at black-white transitions on
the car’s wheels, and how much resolution is lost in all reconstructions compared
to the original image (which was rendered without a CFA simulation).

KITTI 2015 — left view

Left view closeup

Right view closeup

Figure 63: Bayer-Pattern artifacts. Typical “rainbow” artifacts induced
by simplistic demosaicking of a Bayer-CFA image. Different arrangements of
sub-pixels lead to color shifts despite none of the object surfaces actually changing
in color. Figure adapted from Mayer et al (2018).
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Original FlyingThings3D sample

Sample with Bayer simulation

Figure 64: Simulating a Bayer-CFA produces the same blocking and iridescence artifacts as seen in the KITTI dataset in Figure 63. Note that this
sample has been enhanced in brightness and contrast as well, so the demosaicking
artifacts are not the only visible effect. Figure adapted from Mayer et al (2018).

Training on FlyingThings3D

Training on “bayered” data

Figure 65: Bayer results: training a DispNet on “bayered” data (as shown
in Figure 64) notably reduces errors in the region which is strongly affected by
demosaicking artifacts in Figure 63. A larger view is given in Figure 66. Figure
adapted from Mayer et al (2018).
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• Vertically stacked sensors use not one flat plane of photosensitive elements
but three. The elements closest to the sensor surface sense blue light, the
next-deeper elements sense green, and the elements in the back sense red
light. This is based on how light is attenuated when passing through a
deep silicon layer: first blue is absorbed, then green, then red. Like the
beamsplitter approach, this retains full spatial resolution. However, special
sensors must be manufactured.
• By far the most common approach is a Color filter array (CFA). A
single colorblind sensor is used. On top of the sensor, a layer of color filters
is placed such that each pixel receives light from usually either the blue,
green, or red part of the spectrum. Neighboring pixels have different filter
colors. This means that no color is sensed in full resolution, but every pixel
is in close proximity to pixels that cover all colors. The most common
CFA layout is called the “Bayer” pattern: RGGB (although “Bayer” is
sometimes used as a coverall term for any sort of CFA). In this pattern,
there are twice as many green pixels as red or blue ones, and accordingly
green is sampled with twice the resolution. This is a deliberate design
choice based on human vision which is most sensitive to the green part
of the color spectrum. CFA sensors are cheap and do not lose much light
compared to filterless monochrome sensors.
Decoding the brightness image from a CFA sensor into full-resolution RGB color
channels is called demosaicking or debayering. The loss of information due to
color subsampling in a CFA sensor means that this reconstruction is ill-posed.
There are different approaches to demosaicking, from simple nearest-neighbor
interpolation to complex locally gradient-aware methods, and lately even learningbased decoders (Dong et al, 2018). A main goal of more complicated methods
is to reduce the false-color artifacts which can appear at brightness and color
discontinuities in the image. Figure 62 shows how a raw Bayer-sensor image can
be decoded into RGB channels, and showcases the typical rainbow-color artifacts
resulting from simple demosaicking. Figure 63 shows a sample of the KITTI
dataset exhibiting this fault (Menze and Geiger, 2015).

Results:

The DispNet trained on data with Bayer-demosaicking artifacts per-

forms better on the KITTI 2015 training set than the same network trained
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Training data

EPE error (KITTI 2015)

FlyingThings3D
FlyingThings3D+Bayer
KITTI 2012

1.62
1.54
1.28

Table 13: Bayer results: finetuning a DispNet on data with demosaicking
artifacts improves its results on the KITTI dataset. The error reduction is
small compared to finetuning on data from the actual KITTI domain, but it
demonstrates that low-level characteristics are an important part of training
data.
on untouched data, and the traffic light which is used as an example for particularly strong artifacts in Figure 63 shows strong improvement in Figure 65.
The quantitative evaluation in Table 13 shows only a slight improvement, but
this number should be taken with a grain of salt: the KITTI groundtruth is
infamously sparse along object boundaries and other depth discontinuities—and
these typically coincide with color discontinuities which is exactly where the
demosaicking artifacts are strongest. Figure 66 in this chapter’s appendix shows
that the two networks’ results differ the most in those regions.

4.3.2 Summary
One main motivation for synthetic data generation is the wish for flawless
data. However, in this section we have seen that this does not hold for the
images themselves—if the target environment of a neural network is known, then
reducing the image quality to match the flaws of a real camera can be beneficial.
This is consistent with the previous section’s results where we concluded that
having training data cover more of the observed real world’s characteristics is
helpful. Here, we find that this is not restricted to content, but extends
to pixel-level patterns such as artifacts from imaging pipelines.
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DispNet estimate, trained only on FlyingThings3D

DispNet estimate, trained with Bayer-simulation data

Difference magnitude between the above estimates

Figure 66: Bayer results. The upper rows appear to have different brightnesses, but this is only due to normalization for visualization. The difference
image highlights that the Bayer-simulation data changes the DispNet’s results
mostly along object boundaries, which is where demosaicking artifacts tend to
be strong. The closeups in the last row are repeated from Figure 65. Figure
adapted from Mayer et al (2018).
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Just like the simulations!
—Unnamed Clone Trooper,
STAR WARS: Battlefront, 2004

In Chapter 4, we learned that when one creates training data for neural networks,
it is advantageous to design it to match the data which one expects the machine
to encounter when it is deployed in the real world. However, what “matching”
means is not immediately obvious. Our synthetic datasets sometimes contain
realistic object shapes (FlyingThings3D, Chapter 2), at other times just random
contours (Chapter 4). Some textures are real photographs, others just color
blotches. Certainly the object movements in FlyingThings3D or FlyingChairs
are not to be considered “natural”; no human ever experiences such a scene in
person. No human would take a look at our data and mistake it for real.
But for our purposes this does not matter: we created this data for nonsemantic
correspondence matching tasks. It matters not whether our cars have four wheels
or three, whether a chair with tiger-stripes texture actually exists or not, or
whether half of a house is missing—these are questions of an entire scene’s
holistic plausibility and naturalism1 . We used 3D models of realistic objects in
FlyingThings3D not because of the relevance of their object types but because
the sum of their shapes was a good proxy for actual shapes of real objects (and
because it is surprisingly difficult to generate random 3D shapes to do this).

1

Semantic tasks are altogether different: for a visual object detector it certainly matters that
it is trained on data that is both realistic and naturalistic. A “tiger” that starts hovering in
the air should raise suspicion or at least uncertainty whether this observed object is actually
a tiger or not.
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This does not mean that a dataset like ours can be a train-once-work-always
solution. A neural network attempts to optimize a minimization problem, and
in our supervised tasks this usually boils down to reducing the average global
error score of a loss function. If the dataset contains a million samples with tiny
displacements, and one sample with huge object motions, the fact that large
flows are “covered by” the dataset will not matter—the network will not optimize
for the one sample. As long as we have neural networks that stubbornly optimize
for error scores instead of truly understanding a problem (and there is no telling
when this will change), data will teach whatever priors it contains and
which are modeled by its many interleaved distributions. We have seen this
in the previous chapter with displacement-magnitude histograms: there is no
conceptual or functional difference between large motions and small ones, and
they are caused by the same underlying physical principles; and yet a FlowNet
must obviously do different things to solve them, and so it prefers to optimize
for those that dominate the dataset, at the expense of others.
This is a weakness—we would much rather have a network that solves the task
we want it to solve instead of the one which its dataset and loss function enforce.
However, the weakness can still be exploited. Training a neural network for
depth estimation on a hypothetical larger version of the KITTI dataset with
perfect groundtruth would likely not produce a much better general-purpose
depth predictor, because this data is simply too specific: every single sample of
the training data would teach that there is a mostly flat plane at the bottom of
the image, viewed from a virtually constant height and camera angle. At the
same time, this is a useful prior to learn if the network is to be deployed into
this exact same scenario.
If we cannot really learn a true solution to a task, we can at least use data priors
as guidelines for what to focus on. This is what we look at in this chapter.
We consider two applications: general-purpose optical flow from FlowNet2
on a specific test dataset (Ilg et al, 2017), and stereo disparity in a specific
setting (Kaljaca et al, 2019). Some of this chapter’s content is taken from these
publications; the rest was done in their context but has not been published
before.

110

Fraction of pixels

5.1 Small Displacements and Featurelessness
100
10

100

−1

10−1

10−2
10

−3

10−4
10

ChairsSDHom
UCF101
FlyingThings3D

−5

10−6

0

5

10−2

FlyingChairs
Sintel

10

15

20

25

10−3

Displacement magnitude in pixels

0

0.25

0.5

Zoom into
orange box

Figure 67: Histogram of displacement magnitudes of different datasets.
The y-axis is logarithmic. FlyingChairs very closely matches the Sintel dataset.
ChairsSDHom is designed to match UCF101 instead. Figure from the supplementary material of Ilg et al (2017), © IEEE 2017.

5.1 Small Displacements and Featurelessness
During initial experiments of the FlowNet2, we found that while the FlyingThings3D dataset (see Chapter 2) worked well for tests on Sintel data, the UCF101
dataset (Soomro et al, 2012) behaved very differently: the network’s estimates
were much worse, despite UCF101 containing much smaller displacements and
often stationary scenes. This was initially puzzling as smaller displacements are
usually easier to estimate for non-learning optical flow estimation methods.
We identified two main attack points for this issue:
• The displacement histograms of both FlyingChairs and FlyingThings3D
differ too much from that of UCF101 (cf. Chapter 4), and the network
therefore focuses on the large motions which dominate its training data
but rarely occur in UCF101. This is visualized in Figure 67. Additionally,
there are virtually no static parts in those training datasets whereas in
UCF101 static backgrounds are the rule rather than the exception.
• Many of the static scenes in UCF101 contain blank or otherwise featureless
backgrounds. While some featureless objects exist in FlyingThings3D, they
do not help infer the correct motion in this case: there is no identifiable
boundary which the FlowNet2 could track, only image boundaries which
are no reliable cue.
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Figure 68: ChairsSDHom is a FlyingChairs-style dataset for optical flow,
but with special priors for very small displacements and featureless regions.
We combined both points and designed the “ChairsSDHom”2 dataset (Ilg et al,
2017). ChairsSDHom was set up like FlyingChairs because the flat-background
compositional approach was easier to adjust to specific colors and tight displacement ranges than FlyingThings3D’s complex 3D scenes. The chairs in ChairsSDHom are 3D objects from ShapeNet, not flat images like in FlyingChairs. Some
example scenes are shown in Figure 68. The dataset differs from FlyingChairs in
two key aspects:
• Its displacements are much smaller, mostly in the sub-pixel range (see
Figure 67).
• Scene backgrounds are either flat photographs as in FlyingChairs, or
monochromatic (or very soft color gradients3 ). The former are parameterized to perform the same very small motions as the foreground chair
objects, but the latter are fixed to show no motion at all.
Using this dataset, we trained FlowNet2 networks to easily deal with the cases
in UCF101 in which it had failed before. This is demonstrated in Figure 69.
The key is that, apart from the new small-displacements prior, the network now
learned that featureless regions do not move. This is a specific prior—it
does not make much sense when viewed from a general optical flow perspective,
but it exactly matches one of the major characteristics of the UCF101 dataset.
2

“Chairs” because we only used foreground objects from that ShapeNet category (without
need to do so; it just seemed like a nice thing to match FlyingChairs); “SD” because the
dataset models small displacements; “Hom” because homogeneous backgrounds are its
second unique feature.
3
The soft gradients were generated by modeling the background as a large square in Blender,
assigning random vertex colors to its four corners, and then using vertex-color interpolation
to render the object.
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UCF101 samples

FlowNet2-C

FlowNet2-CSS

FlowNet2-SD

Figure 69: The UCF101 dataset features scenes with static backgrounds
and very small displacements (the samples on the left are overlays of two images).
Our networks trained on FlyingChairs or FlyingThings3D (FlowNet2-C and
FlowNet2-CSS) cannot deal with this, even in large stacked configurations
(FlowNet2-CSS), but the small FlowNet2-SD network trained on ChairsSDHom
data performs well. Images from the supplementary material of Ilg et al (2017),
© IEEE 2017.

5.2 Chaotic Geometry and Bayer-CFA

Robot arm

Stereo camera
and trimmer

Target shape

Untrimmed → Trimmed

Figure 70: TrimBot2020 used a stereo camera and a rotary blade, mounted
together onto a robotic arm, to scan and trim boxwood bushes. DispNet was
used for 3D scene reconstruction. Figure adapted from Kaljaca et al (2019), ©
2019 IEEE.
In the TrimBot2020 project4 (Strisciuglio et al, 2018), DispNet was used for
close-range 3D perception of boxwood bushes which were to be trimmed (Kaljaca
et al, 2019). The setup is shown in Figure 70. Figure 71 shows an example input
stereo pair: the object of interest—the bush—is structurally a chaotic heap of
very small similar leaves with relatively large depth changes everywhere. While
4

http://www.trimbot2020.org/
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left view

right view

FlyingThings3D

FT3D-cluster

DispNet-CSS

DispNet-CSS + FT3D-cluster

Figure 71: Geometric Priors. The original DispNet-CSS was trained on the
FlyingThings3D dataset (Ilg et al, 2018b). To simulate the locally complex plant
geometry, we rendered a custom version of the dataset with tightly clustered
objects. Pretraining on FlyingThings3D and finetuning on the custom dataset
yields a network which is better able to resolve fine structures in the bush. Figure
adapted from Kaljaca et al (2019), © 2019 IEEE.
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Untrimmed boxwood

DispNet-CSS

+ FT3D-cluster

Trimmed boxwood

DispNet-CSS

+ FT3D-cluster

Figure 72: Depth reconstruction using the original DispNet-CSS oversmooths fine structures. After training on the FT3D-cluster dataset, the same
network captures details like fine branches and leaves on uncut outgrowth much
better. The camera is looking at the bush from a viewpoint beyond the top left
corner. Figure from Kaljaca et al (2019), © 2019 IEEE.
the network had no trouble with the self-similarity of the plant, it tended to
oversmooth its surface. This was unwelcome as reconstructing small details in
the bush’s geometry was essential for the task at hand.
The stereo camera used for this purpose used low-quality lenses and low-resolution
sensors (752 × 480 pixels), and further resolution was lost due to demosaicking;
both were not conducive to the network’s performance. Unable to use a better
imaging setup, we decided to use specialized training data to improve our results
as much as possible. We produced a new version of FlyingThings3D with two
key changes:
• Chaotic geometry: in FlyingThings3D a number of foreground objects
are scaled and distributed to cover the entire field of view of the camera, for
a maximum of variety and scene motion. For this new use case, we rescaled
the objects to be much smaller and distributed them to cluster around a
single point in space. The result is a shape variation that approximates the
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high-frequency geometry of the boxwood bush, with intricate self-occlusions
and chaotically oriented surfaces. It does not look like a bush—yet in a
certain abstract way it does.
• CFA demosaicking artifacts: in Chapter 4 we showed that emulating
demosaicking artifacts in training data can lead to improved disparity
results. Here we used the same approach of first rendering a clean dataset,
then deconstructing it into a simulated Bayer-CFA sensor image, and finally
debayering it with a method that matched the artifacts observed in our
real stereo camera.
Figure 71 shows how finetuning on this “FT3D-cluster” dataset improved the
reconstruction of depth details on the boxwood plant, with more definition in
the leaves and branches and less oversmoothing. Especially the reconstruction
of fine structures was significantly improved as demonstrated in Figure 72 on a
cube-shaped boxwood before and after trimming.

5.3 Summary
In this chapter, we looked at two practical examples of abstract synthetic
datasets which were “finetuned” to match certain inferred priors or observed
characteristics of specific real-world tasks. We showed that low-level data
engineering is a viable way to improve a neural network. While actual data
from the target domain would likely outperform such specializations as we made,
it is not always possible or feasible to produce, and so it is encouraging to see
that motivated adjustment of even a small subset of a dataset’s available
design dimensions can already lead to significantly better results.
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RIKER
Data, what is the capacity of your
memory, and how fast can you process
information?
DATA
I have an ultimate storage
capacity of eight hundred
quadrillion bits. My total linear
computational speed has been rated
at sixty trillion operations per
second.

RIKER
Data is a physical representation
of a dream, an idea conceived of
by the mind of a man. His
purpose? To serve human needs
and interests. He is a collection
of neural nets and heuristic
algorithms. His responses are
dictated by an elaborate software
program written by a man. The
hardware was built by a man.

—Melinda Snodgrass, The Measure of a Man,
STAR TREK: The Next Generation, 1988

6.1 To Teach a Machine
“Data”, the 24th-century superhuman android from 1980s Star Trek, can communicate with humans naturally and learn as humans do. Its purpose in the
show, however, is to provide comic relief with its lack of understanding of human
emotions, and to impress with the raw physical strength of its machine body—its
marvelously perfected human-like intelligence is hardly ever discussed. Nothing
is ever said about how Data can translate abstract language into functional
knowledge and the other way around, the way humans are able to—Data just
has an Asimovean “positronic brain” and can store $LARGE amounts of bits
and perform $HUGE amounts of computations per second, and that is all the
explanation we ever get, as though the key to a thinking, learning machine were
simply its exotic and lavishly powerful hardware. In-universe, everybody knows
that Data the android is functioning, but nobody really knows how, not even
Data itself. Somehow it just works, this “physical representation of a dream”.
How ironic that our computational resources today must exceed the show writers’
wildest dreams while our algorithms still struggle to even parse human speech.
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We do not yet know how to teach a machine.
The 2016 puzzle-solving video game “The Witness” does a great job of nonverbally teaching tasks in the form of puzzles. The first puzzle that a player
finds they can (and must) interact with is this simple structure:
There is only a single element that reacts to the player’s input. The big round
part can be clicked and indicates a state change
the task and the puzzle reverts to its initial state

, but this does not solve
as soon as the player

stops interacting with it. The player must discover that they can draw along the
structure from the starting point

, and with this knowledge the only

further available action is to draw the line as far as possible

. At this

point the puzzle acknowledges that it is solved, and the player can progress.
Soon, a new puzzle demands attention. This one is more complex,
more difficult. There are new elements and a new structure, but
some things are familiar: a round element to start drawing and lines to draw
in. The player can immediately make use of what they learned in the initial puzzle.
There are now more possibilities and strategies to try out, but not
so many that a brute-force approach would be infeasible. Only
a single solution exists, the player discovers—but they cannot be
certain what it is. The solution’s path is clear, but not its meaning.
Is it “draw the shortest line from the start point to the exit”? It
might be, but there is not yet enough data to verify this hypothesis,
and the colored dots probably mean something as well. Even the
existence of this “exit” is still unproven. Without more examples, the player
is now either still clueless or already overfitting to what they assume is the
correct strategy. They know the answer to this puzzle’s question, but they do
not understand it. They need more puzzles. They need more data.
Cleverly designed to challenge the “shortest path” hypothesis,
the next puzzle has no single shortest path. After a while, the
player finds one of two possible solutions (or even both if they
are very motivated). New questions arise, and at this point the
player starts formulating theories about the colored dots. More puzzles follow,
each more complicated than the previous one, and each one another opportunity
to come up with and test further hypotheses.
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Several puzzles later, the player has made it through
multiple rounds of guesswork and experimentation on
ever larger and more complex versions of the same task.
Solving the final puzzle in this sequence is only plausible
if the player has actually understood the intended solution:
“draw a path that separates all blue dots from all black
dots”. If they have not yet had this insight, they can always go back to the
earlier puzzles and try to verify (or falsify) new hypotheses.

The developers of this game manage to communicate complex rules to the player
without a single word of help, and with no other hints on how to solve each puzzle.
They achieve a machine learning researcher’s dream: a teacher shows examples
to a student, and the student truly, deeply understands. However, they can rely
on the certain fact that the player is as human as the programmers, and this
provides a rich base of common knowledge. The player knows they are supposed
to find tasks and solve them by interaction, because “The Witness” is a puzzle
game and that is how puzzle games work. The visually recognizable and always
increasing complexity of the individual puzzles and the complete lack of assistance
from the game tell the player that they need a combination of brute force and
hypothesis-and-verification. Finally, and perhaps most importantly, the player
is playing the game out of their own intrinsic motivation: seeking a challenge
and the delight of solving it, they probe and experiment and hypothesize and
optimize because they want to.
We cannot really do these things with AI today. Instead, we must design learning
software such that its entire existence is defined solely by, and its structure
permits nothing else than, attempting to solve a single specific task.
We cannot tell the machine what to do because we lack a real common language.
We cannot communicate with it on a level that comes natural to both of us—and
unlike in our video game example, we and the machine have no common base of
understanding whatsoever upon which communication could be built. Currently,
we can either program the computer with “code” that is natural for it but alien
and cumbersome for us, or set up rudimentary learning algorithms and “motivate”
them to “learn” by minimizing some bespoke scoring function which itself is only
a coarse approximation of whatever abstract idea we actually wish to convey.
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Teaching a computer like this is mostly a shot in the dark. We show it examples
like “the blue star thing goes into the star hole, and the red cube thing goes into
the square hole”, and then we hope that the computer will not behave like a
human idiot who decides that “obviously, red things go into square holes”, but
that it is intelligent and somehow holistic enough to recognize that the correct
hole is a function of the object’s shape, because we cannot simply walk up to
it and say in its face “the correct hole is a function of the object’s shape” and
expect it to understand. And if it does not work, we wipe the machine and
give it a different random initialization and maybe tweak some parameters a bit,
and then we try again, and hope again, always anxious whether our examples
represent a fitting subset of whatever aspects of the real universe are important
to the task we wish to teach the computer, because not only do we not know
how to teach the task—we cannot even say with confidence what fundamental
rules of reality an entity must understand to be able to truly solve it.
And the problems do not stop there: we cannot just go and fix a view of the world
into a set of recorded example data because we lack the appropriate sensors, so
we have to improvise that as well. We can take pictures and manually label them
with data for whatever task we want to teach, but this is arduous and prone to
errors, and depending on the task even totally implausible. And while there are
clever problem formulations that can teach tasks without such data annotations,
at the present time these unsupervised (or “self-supervised”) approaches tend to
not perform equally well in the end.
One possibility to solve this lack-of-data conundrum is to just make it up
and produce synthetic data: fake pictures of worlds that do not exist, with
annotations describing truths which do not exist either but which are consistent
with the nonexistent worlds in the images. Unfortunately, simulating our universe
faithfully is about as complex and unachievable a task as we can imagine, so we
must take yet another step back and accept more limitations. In the absence of
an easily accessible, accurate, complete simulation of the real world, our data
is a manufactured facsimile that forgoes meaning in favor of simpler truths
such as: “there are things; there are pointy things and round things and flat
things, and things can change their shape but not spontaneously; things can
move but only in certain ways; things can occlude each other, and an occluded
thing is invisible but still existing; neighboring pixels tend to belong to the same
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thing and thus tend to move similarly; there are light and shadow which change
the appearance but not the identity of things”. Such truths are the laws of the
physical universe that we believe must be grasped in order to be able to solve
the tasks we have used in this thesis—correspondence matching and a sense
for objectness—and they are what the so-called “classical methods” model in
their energy functions and keypoint descriptors and diffusion schemes. In deep
learning, we instead create examples and hope that a learning algorithm can
see beyond the pixels and infer and exploit the world’s rules, because we find
ourselves unable to teach these truths naturally and because we think that the
machine in its infinite patience and fantastic speed and vast sea of parameters
can find better, more robust ways of recognizing and representing and applying
these rules than our rotation-invariant descriptors and census transforms and
easily broken brightness-constancy assumptions.
And it works, somehow, to some degree.
Until we can find better, more direct ways of conveying a problem and the
structure of a desired solution—along with an incentive to find it—to an algorithm,
ever faster hardware accelerators and clever program design and elegant loss
functions and exhaustive data are the best tools we have.
In this thesis, we have demonstrated the plausibility of large-scale synthetic
data and its capacity to teach a sufficiently powerful algorithm to solve lowlevel vision problems with greater speed and accuracy than was possible before.
Our datasets exploited fast computers and large storage, and we accepted that
only with randomness we could produce enough of it in reasonable time. In
turn, we gave up on data that has a meaning on higher levels (like the Sintel
movie dataset, with human interaction, consistent scene transitions, and even a
storyline), because we were interested in solving tasks that only require “meaning”
on the more basic level of physical plausibility and object permanence. Like with
a human child learning algebra, embedding a linear equation system into a story
of two trains (departing from these cities that distance apart, at these times
with those velocities, when do they meet?) is possible and may aid intuitive
understanding, but these added semantics are not a critical part of the underlying
task of finding a solution that satisfies the equations. If the low-level task is the
goal, there is no need for a higher-level meaning, and unlike the child who knows
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what a “train” is and what “speed” is and what it means when “things meet”, the
machine does not have any prior fundamental world-knowledge which it could be
coaxed into making use of by the context of a cute story. Today’s computers are
still stupid, but at least they are stupid really freaking fast, and thanks to this
even our learning algorithms that can make only infinitesimal progress with each
new data point can actually end up doing amazingly complicated things with
some degree of confidence and trustworthiness. And sometimes—sometimes—all
it takes to make it work is just more data.
Many more people have made use of our data since we released it, for the same
tasks we did as well as for others. We solved one problem among many, within
some limits, for some time, and allowed others and ourselves to not have to care
about this particular problem now, and instead directly progress to the next one.
It’s science.

PICARD
Is Data intelligent?
Yes.
Why?

MADDOX
PICARD

MADDOX
It has the ability to learn and
understand, and to cope with new
situations.

—ibid.
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6.2 Some Next Steps
Throughout this thesis, we have used synthetic data to supplement or replace
data with manual annotations, or data recorded with special physical sensors.
We have stuck to limits imposed by existing datasets, and our data was novel in
scale and maybe in accuracy, but not in nature. However, with rendered data
we can go beyond this. When we make use of the repeatability and world-state
control granted by a virtual scene, we can produce data that enables new
tasks.

Multi-Frame Data

Figure 73: Flow groundtruth across multiple frames of a video sequence
can help train neural networks to produce long-term consistent predictions.
Optical flow networks are usually trained on individual pairs of adjacent video
frames. If one is interested in predicting flow for a longer time span, groundtruth
across multiple frames is needed. This data can be pieced together by concatenating multiple flows between adjacent frames, but doing so accumulates sub-pixel
errors. In Figure 73 we show multi-frame flow fields computed for a scene from
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the ChairsSDHom dataset (see Chapter 5), by “replaying” the same scene at
multiple speeds during data rendering.

Multi-Groundtruth Data

Images

Optical flow for some possible object combinations

Figure 74: Scenes with multiple identical objects contain multiple
groundtruth flow fields for each object, as every duplicate can be paired up
with every other instance. There is no real correct correspondence anyway—it is
all in the computer’s mind.
A real object can only move from a position to exactly one other position; it
cannot multiply or move to two locations at the same time. If a scene contains
several identical objects, the “true” optical flow groundtruth contains exactly
one physically correct annotation for each pixel of each object. However, there
is actually no way of knowing which of the identical objects in the first frame
of a data sample really corresponds to which instance in the second frame—all
possible correspondences are ultimately correct1 . If the groundtruth fails
to capture this, a network may be arbitrarily punished for choosing a “wrong”
correspondence out of multiple indistinguishable ones. Figure 74 shows how we
can model such a scene and produce annotations for all possible object pairings,

1

Physically inspired priors such as “the pairings with the smallest pose differences are probably
the correct ones” can be helpful in some cases, but they are not guaranteed to be true and
they can be ambiguous.
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making use of the repeatability in the rendering process to interchange objects
and animation data without changing the resulting images’ appearance.
This approach can also be used to produce correspondence data between not
identical objects. In the least restrictive setting, this is possible whenever two
3D models have isomorphic meshes (i.e. the models can be transformed into each
other without changing the meshes’ graph structure).

Multi-Layer Data

Only background

With foreground objects

Figure 75: Groundtruth annotations for multiple layers, e.g. foreground/background or for transparent objects, can capture what humans understand intuitively: whatever is occluded by an object is still there, just invisible.
Most methods for optical flow or depth estimation can produce only a single
output value per pixel. For the majority of image pixels this is sufficient, but this
statistical argument ignores the fact that it is wrong for all object-boundary
pixels in real images. The discretization of the observed world into pixels
(discussed in Chapter 2) leads to boundary pixels actually “belonging” to at least
two different objects as illustrated in Figure 3, and by extension they usually
have multiple correct flow or depth values as well. Data with a single annotation
per pixel cannot capture this, and this limits what an algorithm can learn: if it
is essentially random whether a mixed pixel is foreground or background, not
even a useful prior can be learned.
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These tasks are harder than existing single-value prediction, but arguably not
in ways that require fundamentally different approaches, and they are certainly
relevant in the context of practical application of our algorithms. As new and
improved methods produce ever better results for the “easy” majority of image
pixels, fringe problems like object boundaries and transparency will receive
more attention. It is perhaps reassuring to know that existing synthetic data
generation techniques will be able to keep supplying new training and evaluation
material, at least for some of the now still untapped problems.
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